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Executive Summary
Within the healthcare sector, we could identify many very promising big data application within
our sector analysis. However, in order to realize those applications, one needs to enable the
seamless access to the various health data sets. As of today, the access to health data is only
possible in a very constrained and limited manner. In order to improve this situation and for
establishing the basis for the wide-spread implementation of big data application in the
healthcare sector, several technical requirements needs to be addressed: 1) health data needs
to be documented in digitalized manner without imposing extra-effort for physicians 2) the
content of unstructured health data (such as images or reports) is enhanced by semantic
annotation 3) data silos are conquered by means of efficient technologies for semantic data
storage and exchange 4) technical means backed by legal frameworks ensure the transparent
sharing and exchange of health data are in place and finally 5) means for improving and
assessing the data quality are available. We will detail the needed steps and discuss open R&D
topics leading towards an efficient data management in the healthcare domain. By fostering the
aspect of “the big data readiness” within the healthcare sectors, one establishes the needed
grounding for the implementation of promising value-creating big data-based healthcare
applications.
The starting point for the development of this first version of the roadmap for the public sector
is the previous BIG report “D2.3.1. First draft of Sector’s requisites” (Zillner, et al., 2013), with
the addition of some scenarios in the security domain. As a reminder, the public sector
encompass those bodies with state authority or public service tasks, and established for the
specific purpose of meeting needs in the general interest, not having an industrial or commercial
character; having legal personality; and financed, for the most part, by the state, or regional or
local authorities, or other bodies governed by public law.
For the development of the current roadmap, specific meetings were held with the five BIG
technical working groups that are studying the big data value chain, to provide input based on
the description of the business scenarios. The input was collected in the following categories:
Required functionalities; Available technology; Open R&D challenges.
The roadmap analysis has been divided in two subsets, one considering the application of big
data in the standard domains of public sector (all types of public sector services offered
directly or indirectly to society), and the other considering the applications in the security
domain, which falls under public sector responsibility. This domain has some specificities in
their requirements that are quite far from the standard ones, it has been considered to provide
two separate roadmaps for each one.
Four enabling technologies -generic applications of big data in the public sector, as they can be
used in different business scenarios- had been found:


Data analysis to search for patterns and relationships



Real time data processing to search for patterns and relationships



Analysis of heterogeneous data from media and social networks



Real time data processing of sensor data and images

Seven Business Scenarios had been selected representing different applications in the public
sector:


Predictive analytics for planning purposes of public services



Overcoming the data silo culture



Open Government Data



Personalization of public services
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Crime detection and prevention



Security threat detection



Management of emergencies and disasters

Consolidated information from every case roadmap has been extracted to produce a
consolidated technology perspective and technical roadmap, with one version for standard
applications and another for security applications.
The resulting preliminary version of the roadmap must be shared and checked with as many as
possible public sector and big data IT industry stakeholders to produce a consolidated roadmap
for the sector, considering the intrinsic characteristics of the sector, and taking into account the
needs, strategic plans and priorities of each actor.
As for the telecom sector, one of the main challenges as far as Big Data technologies are
concerned is related to the fact that, in spite of being a highly technological sector which has
been collecting data for years already, there is still some strong inertia among decision makers
to think in traditional DWH parameters, relational databases and practices. Besides, the telecom
sector not only involves huge amounts of data but also complex data coming from the network,
which is its main distinctive element, and also data generated from various sources - social
networks, consumer behaviour, mobility and mobile/wireless communications; even sensor
driven networks in machine-to-machine or device-to-device applications. Data scientists who
are familiar with data, machine learning (horizontal Big Data features) and at the same time are
aware of the sector needs and specificity is also a problem for the generalised uptake of Big
Data in telecom.
In line with historical practices in telecom, where proprietary platforms and solutions have
always been preferred to open source ones), there are a number of emerging Big Data telecomspecific Big Data commercial platforms available in the market. These tools are mostly based
on hadoop and STORM technologies. They are rather new in the market and only some of them
have been showcased or have ongoing implementation projects. The technical information that
can be found is not massive for the moment but it can be observed that they cover Big Data
areas only partially. This implies that a telecom player adopting Big Data will require several of
these or other generic platforms (e.g. a social media Big Data platform) integrated together.
In this deliverable we have analysed enabling technologies that are expected to be beneficial for
Big Data adoption in the telecom sector. This is the result of interviews and joint work with
technical working groups for different domains in the BIG project (data acquisition, analysis,
etc.) and also interviews to some of the creators of the existing Big Data platforms which are
specific to the telecom sector. Moreover, a couple of use cases are analysed in order to
understand the challenges for operators adopting Big Data. Finally, several non-technical
aspects that need to be tackled before Big Data is fully adopted are considered, such as
strategy and policy issues. The definition of clear business objectives is essential in order to
avoid Big Data solutions to be only a substitute for current business intelligence systems.
The financial services sector has been an intensively data driven industry for many years, with
areas such as capital market trading for example, having relied on various forms of data
analytics for some time. However, in the midst of disruptive change engulfing the industry,
business leaders are recognising the commercial and competitive advantage to be gained by
leveraging new advancements in Big Data technologies. During the course of our study we
have learnt that whilst the benefits of Big Data is being recognised, financial services
organisations are facing operational challenges blocking wide spread adoption of technology.
These challenges are to be addressed by organisational, cultural and legislative change but this
does not imply that we cannot recognise the scope for advancement in technology. If a general
observation was to be made across the sector, we could summarise that there is a greater,
more immediate need for the advancement of existing functionalities and ease of applicability in
technology compared to the need for creating new functionalities. Within the financial services
© BIG consortium
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roadmap we take a first look at some existing technologies which are in early stages of
adoption, and provide a high level summation of the direction where development could benefit.
As for Manufacturing, Retail, Energy, and Transportation, in D2.3.1 First Draft of Sectors’
Requisites and the first draft of sectors’ roadmap in this document we analysed each sector
separately. In the first drafts, we even remained on the use-case centric level of big data
business scenarios, in order to be able to pinpoint requirement clusters that may be recurrent
within each sector and across these sectors. In this first draft of the roadmap we could already
identify some available big data technologies and enabling technologies through the study of
D2.2.1 First Draft of Technical White Papers and discussions with the technical working groups.
Our aim for this first draft was to plot out the requirements-to-technologies maps for selected
business scenarios within each sector. These maps give an overview on the big data potential,
big data technology penetration and the gaps that could be filled through focused research.
Recurring themes across Manufacturing, Retail, Energy, and Transport also become apparent
during the mapping efforts.
In these rather traditional industries data acquisition phase of the big data pipeline is still an
area of expansions and research. Digitalization of analogue measurements and electromechanical devices from the previous era is still an on-going process. But also, digitalization
has reached a tipping point, such that the stakeholders are starting to embrace the idea that
data can become a new production factor. Whilst the big data awareness has certainly reached
the stakeholders, their processes and organizations are not yet big data ready. Especially, the
existence of data silos and existing processes that foster such silos are detrimental to quick
explorations of data across organizational boundaries. Data sharing has been identified as the
second pillar in the data acquisition phase besides digitalization.
Whenever the scenarios involve the end user, the possibility of personalization and new
services and business models around personalization seem to be the main motivation for
considering the acquisition, storage, and analysis of data in very large scales. There are two
ways for obtaining the data: either through the smart phones of end users or through smart
environments, i.e. embedded intelligent systems in the infrastructures of manufacturing,
retailing, transportation or energy. The associated privacy issues are very concerning,
especially because the personalization now has the potential to cover every aspect of personal
life, if it were to be realized in every sector. Through smart phones, the end user can have the
final say which data to share with the service/product providers. But the smart infrastructure can
only collect anonymised data to begin with. Additionally, the smart infrastructure can be used by
the operator to improve efficiency and enable further services beyond personalization.
Nonetheless, it is important to point out that anonymity is not durable, if data shall be shared
beyond organizational boundaries and advanced analytics is used. With this knowledge,
investing in privacy-preserving algorithms and data structure is of utmost importance. At the
end, privacy-enhanced technology would be a real differentiator.
Companies in the sectors of Manufacturing, Retail, Energy, and Transport are mainly concerned
with increasing operational efficiency both within their own processes as well as in their B2B
transactions. Advanced analytics of process data, when shared across organizations, may
reveal confidential insights as well, and is by no means common practice. But a common
economic goal seems to foster at least the establishment of partnerships around operational
data, which when shared will benefit all stakeholders. This is especially true if the infrastructure
itself is shared among the parties involved and they are directly affected by increase in
operational efficiency, e.g. freight transportation, or the power system, etc.
Last but not least, the availability of technology for cost-efficiently handling massive amounts of
data and exploring at comparably low costs, through the open source framework Hadoop, has
made a difference in all sectors. This is at least an indicator to more thoroughly evaluate the
economic value of open source – and within the big data context, the next wave of open data.
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1.

Introduction

The aim of this document is to provide a first draft of roadmaps for the uptake of Big Data within
several sectors (Health, the Public Sector, Telco, Media & Entertainment, Finance & Insurance,
Manufacturing, Retail, Energy and Transport).
The approach for all sectors has been the same. Most of the basis of business scenarios for the
different sectors has been taken from the previous BIG report “D2.3.1. First draft of Sector’s
requisites” (Zillner, et al., 2013) and “D2.2.1 First Draft of Technical White Papers“ (van
Kasteren et al., 2013). The observations and findings collected in this document indicate that
there is a certain gap between the sectors’ requisites and the technological opportunities
envisioned by the technical groups. The approach to align both perspectives involves two steps:
1) Focus on Big Data readiness, identifying those challenges or requirements that need to
be addressed before a Big Data strategy can be implemented.
2) Elaborate Big Data opportunities, elaborating value-generating scenarios that could be
realised assuming the sector has achieved its Big Data readiness.
For doing so, we have distinguished between “enabling technologies”, understood as sectorspecific data management technologies that need to be in place before any Big Data scenario
can be realised, and “value-creating technologies”, which include advanced IT capabilities that
can help the sector’s delivery. Each sector has also investigated its own data sources as a
basis for use case analysis.
For the development of each roadmap, specific meetings were also held including each sector
forum and the five BIG technical working groups that are studying the big data value chain: data
acquisition, data analysis, data curation, data storage and data usage. With each one of these
groups there was an exchange of information, about the specificities of each business scenario
or requirements, and the input was collected in the following categories:


Required functionalities: Those functionalities required in each technology group to
perform the proposed scenario using big data technologies.



Available technology: Technologies available nowadays that can be used to undertake
the required functionalities.



Open R&D challenges: All those R&D questions required to fulfil the business goal
optimally. Either with the advance of existing solutions, or with the development of new
approaches to the problem.

The rest of the document is organized as follows:


Section 2 provides the insights of the Health sector.



Section 3 provides the Public Sector’s perspective.



Section 4 gathers Telco, Media & Entertainment.



Section 5 covers the Finance and Insurance sector.



Section 6 contemplates Manufacturing.



Section 7 includes Retail.



Section 8 deals with the Energy sector.



And finally section 9, provides Transport insights.

© BIG consortium
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2.

Health

2.1. Introduction
Big data applications in the Healthcare Sector indicate a high potential for improving the overall
efficiency and quality of care delivery. For instance, the Mc Kinsey Study (McKinsey &
Company, 2011) indicates a high financial impact of big data applications in the healthcare
domain, in numbers $300 billion value per year only for the US heath care. Similar impressive
numbers are provided by IBM: within the executive report (Korster and Seider), 2010), the
authors describe the healthcare system as highly inefficiency, i.e. approximately US$ 2,5 trillion
are wasted annually and efficiency degree can be improved by 35% which is in comparison to
other industries the largest opportunity for efficiency improvements. Moreover, major player are
investing in the growth market of medicine for aging population, for instance Google founded
the new company Calico to tackle age-related health problems. In sum, big data applications
in healthcare indicated high future potential and opportunities.
However, to the best of our knowledge, only limited number of already implemented big data
based application scenarios can be found already today. Although non-advanced healthcare
analytics applications - such as analytics for improved accounting, quality control or clinical
research - are available in a wide-spread manner, those do not yet make use of the potential of
big data technologies. This is mainly due to the fact, that health data cannot be easily be
accessed. High investment and efforts would be needed to enable efficient health data
management and seamless data access as foundation for big data applications. As a
consequence, convincing business cases are difficult to identify as the burden of initial required
investments strongly reduces any profit expectations. In other words, one of the biggest
challenges in the health care domain for the realization of big data applications is the fact that
high investments, standards and frameworks as well as new supporting technologies are
needed in order to make health data available for subsequent big data analytics applications.
Thus, the seamless access to health data is an important enabling factor for big data
applications in healthcare domain.
In order to address and align those two opposing perspectives, we decided to follow a two-step
approach: In the first step, we will focus on the aspect of the “big data readiness”, i.e. any
technological requirements, such as the efficient data management that needs to be addressed
or solved before big data applications can be implemented (Section Error! Reference source
not found.).
In the second step, we will focus on the question of how to “elaborate big data
opportunities”, i.e. we will first develop transitional scenarios that can be realized assuming
that the health sector has achieved big data readiness and that can generate clear
customer / user value and help to improve the overall healthcare delivery. Those scenarios will
provide the basis for analysing the related technology needs (Section Error! Reference source
not found.). In this first draft this section will be incomplete, however we will give an overview
on what to expect in the final version of the technology roadmap specification.

2.2. Enabling Technologies
The highest impact of big data applications in the healthcare domain is expected when it
becomes possible to not only rely on one single but various data sources such that different
aspects from the various domains can be related. Therefore, the availability and integration of
all related health data sources, such as clinical data, claims, cost and administrative data,
pharmaceutical and R&D data, patient behaviour and sentiment data as well as the health data
on the web, is of high relevance (Zillner et al., 2013). So-called Enabling technologies cover all
health-specific data management technologies that ensure that the various heterogeneous
© BIG consortium
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health data pools can be easily accessed and that the health data is integrated and available.
We labelled those technologies “enabling”, because they establish the technical foundation for
subsequent big data applications. It is very likely that the development and implementation of
enabling technologies requires high investments before any concrete impact (in terms of
improved healthcare delivery) can be identified or concrete business value can be created. This
is mainly due to the fact that the final ROI relies to a high extent on the level of collaborative
engagement of the various stakeholders, such as hospital operators, clinicians and physicians,
payors, government, medical product provider, pharmaceutical companies, R&D labs or
patients. In other words, the data pools within the healthcare domain are highly fragmented,
however, in order to increase the impact of big data applications, technical means for the
seamless integration and access of the various heterogeneous data sources is needed. In
addition, the efficient collaboration between stakeholders (e.g. by relying on the same standards
or frameworks) is required.
Within our sector investigations, we identified five “enabling” requirements that we will discuss in
detail in the following:
1. Data Digitalization. As of today, large percentages of health data are still captured on
paper and are not available in digital format. Thus, the goal is to get health data in a
form that can be used as input for analytic solutions.
2. Semantic Annotation, i.e. the goal is to establish automated means for semantically
describing the content of unstructured health data, such as medical images, clinical
reports, or genomic data, such the data can be used for analytical purposes.
3. Data Integration and Storage: As of today, often the data exchange is only possible via
Scan, Fax or email communication. Thus, the goal is to store health data in a more or
less standard form that can be shared efficiently as well as move easily and fast from
one location to another location.
4. Data Security and Privacy, i.e. the goal is to establish legal procedures and technical
means that allow the sharing and communication of data and findings.
5. Data Quality, i.e. the goal is to capture and store health data in high quality such that
analytics applications can use the data as reliable input to produced valuable insights.
We will see within our further discussion, that nearly all of the mentioned requirements cannot
be solved by technological capabilities only, but often rely on the implementation or availability
of dedicated processes, standards or frameworks. We decided to not exclude such nontechnical requirements as those go hand in hand with the technical requirements but to indicate
them explicitly.

2.2.1 Data Digitalization
This chapter will be explored in further detail in the final version of the technology roadmap.

2.2.1.1

AS-IS-Situation

When analysing the AS-IS Situation, we need to be aware that the extent to which healthcare IT
systems, such as EMR systems, are in place varies significantly across and even with countries.
The result of a study accomplished by Accenture (Accenture, 2012) showed that, for instance,
in average 55% of health provider in Germany use Healthcare IT within primary care settings
and 60% in secondary care settings. In UK, the numbers are quite different: 63% of providers
rely on healthcare IT in primary care settings but only 15% in secondary care. For more details,
we refer to the above mentioned study.
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Until today, only a small percentage of health-related data is digitally documented and
stored.
Clinicians, physicians or nurses lack time to spend extra effort for documenting findings,
observations, diagnosis, etc.
The usage of IT-technology often impairs the very focused patient-doctor encounter.
There is a substantial opportunity to create value if more data sources can be digitized
with high-quality as well as made available as input for analytics solutions.

2.2.1.2





Large percentage of health-related data is digitally stored. The collected data is
complete and in good quality.
How to achieve high quality and completeness of data: For each medical indication,
standardized protocols ensure that the relevant data attributes are collected completely
and in a standardized manner
How to address clinical experts’ lack of time: Any technology that facilitates the
documentation process, such as context-sensitive mobile device or information
extraction from dictated text is used.

2.2.1.3


Open R&D questions

Will be explored in further detail in the final version of the technology roadmap.

2.2.1.6


Available technologies

Will be explored in further detail in the final version of the technology roadmap.

2.2.1.5


Required technologies

Will be explored in further detail in the final version of the technology roadmap.

2.2.1.4


To-BE-Situation

Technology Roadmap

Will be explored in further detail in the final version of the technology roadmap.

2.2.2 Semantic Annotation
Health data consist of very heterogeneous data, such as lab reports, medical images, clinical
reports, sensor data or gene test results. In addition, large amounts of health data are provided
in unstructured formats (e.g. images, reports). The market research institute IDC estimates that
in the coming year 90% of health data will be provided in unstructured format, such as
medical reports, medical images, videos, mp3-files or communications on the social web
(Lünendonk, 2013). However, the seamless processing of the heterogeneous data sources, in
particular of unstructured data, requires semantic annotation. As the particular technical
challenge for semantic annotation very much depends on the type of data, the various data
types needs to be discussed separately.
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2.2.2.1

AS-IS-Situation

As of today, large amounts of structured data are captured within the clinical routine.


This type of data is general collected in a case-centric manner and includes information
about diagnoses, procedures and examination data, such as laboratory information.
Although this information is stored in a structured manner only for data sets that are
exchanged between various parties (for instance between provider and payor) the
coding of the structured information relies on agreed standards, e.g. in form of ICD-10
disease codes (Sanders et al., 2012).



A further type of structured data is the mass data delivered from sensors from various
digital information units. In order to reuse sensor data within other application, its
interpretation is needed. The goal here is to identify events or patterns with the data that
correspond to activities that might have some medical relevance. To the best of our
knowledge, there exists no generic approach for the semantic interpretation (in form of
semantic annotations) of the sensor data.

Beside the structured data, large amounts of unstructured data, such as medial images,
dictated reports, are collected for describing the patient’s status. As of today, in the majority of
cases, the unstructured data is not provided in standardized formats. E.g., reporting in radiology
is still conducted as free-text and without guidance through an official standardized reporting
format, although several structured reporting initiatives exist.1 Hence, the reading and
interpretation of unstructured data is accomplished manually by individual clinicians. This covers
a variety of data formats:

1



Unstructured clinical texts that are taken while or after patient examination and describe
the current status of the patient as well as document effects of proceeding treatments.
Reports such as medical reports, radiology reports, and the like, are taken in fully
unstructured formats without any constraints to format or structure for the reporting
physician. The language used within such reports does not follow standard grammar
rules but relies on a dedicated clinical language. Therefore, existing IE technologies
cannot be simply be reused but require sustainable adaptations. (Friedman et al., 2002;
Bretschneider et al., 2013)



Medical images are stored with a very limited number of meta-data required by the
DICOM report. Content-based metadata is only produced in rare cases, for instance in
(Seifert et al., 2010).



OMICS data: To the best of our knowledge, the data of genetic test results is not yet or
only partially described in a semantic manner. However, this will be investigated in
further detail in the final report.



In order to simplify the reporting process for physicians, currently, speech recognition
systems, which are specially tailored for the medical domain, are used to transform
dictated reports into written reports. Although, this is a very efficient way to skip the timeconsuming writing of reports, with the existing technology it is only possible to recognize
the dictated text but not to interpret it, i.e. the output text is provided in an unstructured
format.



As of today, information from external health data sources, such as information about
related clinical, is not automatically integrated into the diagnosis process. This is due to
the fact that the health content is provided in non-standardized formats in a semistructured manner. Due to the missing semantic annotation on an appropriate level of
granularity, the identification of relevant information units cannot be accomplished
automatically, but requires the manual scanning and reading by medical specialist (for
more details see Section Error! Reference source not found.)

Structured reporting initiative by the RSNA http://www.radreport.org/
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Without semantic annotations, it’s not possible to automatically process the content of
unstructured data, and the various information units remain unlinked and hinder physicians in
their holistic analysis of the patient’s status which might lead to situations when important
information from other domains that could significantly influence clinical decisions remains
disregarded.

2.2.2.2

To-BE-Situation

On a technical level this means, that a high percentage of health data is semantically annotated
and the used annotation labels rely on standardized and commonly used vocabularies or
ontologies. In other words, indication-relevant content of medical images can be extracted and
labelled by means of segmentation algorithms and indication-relevant content of medical report
can be captured and semantically labelled by means of IE technology. In addition, means for
semantically labelling genetic test data are available.
The envisioned impact of semantically annotated data is very promising. In order to
automatically align related data sets automatically, their content needs to be represented
explicit. Thus, the more unstructured health data can be provided in structured format, the more
input data for subsequent big data applications will be available.
By relying on automatic means for the semantic annotation, physicians can document the
patient’s status in any type of format, structure-free and in an intuitive manner and without being
disrupted within their workflows. At the same time, the technology enables a high quality and
quantity extraction of structured information from the description without hindering the physician
in his familiar clinical workflow routine.

2.2.2.3

Required functionality

Independent from the listed types of data sources, the following common functionalities are
required to provide semantic annotations for medical data:


Annotation techniques based on medical context understanding.



Fully covered medical terminology with attached semantic classification available.



Established information extraction techniques, tailored for the medical domain that
incorporate available, external domain knowledge



External data sources are integrated into the semantic annotation process as they
deliver a wealth of proven medical evidences for examination and diagnosis processes.
For instance, evidence data drawn from medical trials are seamlessly integrated in the
reporting process to draw conclusions on the best treatment.



The annotation process does not only allow to extract relevant information from the
original data but also to make their semantics explicit. E.g. anatomical entities mentioned
in the texts are recognized as those and the describing passages can be linked using
sophisticated text analysis techniques (Bretschneider et al., 2013b).



Images (particularly those from 3D imaging modalities) are delivered with attached
spatial information about where to find certain body parts in the images in order to
enable efficient navigation support and have associated annotations that describe the
relevant content units, such as identified and interpreted abnormalities (e.g. enlarged
lymph nodes).

Common and standardized medical annotation software architecture facilitates easy
development and integration of annotation modules.
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2.2.2.4

Available technologies

Although technologies facilitating optimized medical reporting workflows and subsequent
semantic annotation of medical documentations are already available, those are not yet used as
standard technology in healthcare provider organizations.


Semantic medical terminology: Knowledge bases such as UMLS (Lindberg et al., 1993),
SNOMED CT and other medical ontologies contain a wealth of medical information but
lack multilingual concepts.



Semi-structured reporting standards: Although some countries (e.g. USA, Bulgaria, etc.)
and some healthcare disciplines (e.g. in the Radiology domain RSNA reporting
standards are available) have already introduced standards for semantic structured
medical reporting, their wide-spread usage is still not given. With broader adoption,
structured reporting standards will establish the basis to significantly improve IE
techniques by incorporating context information.



Medical speech recognition: Speech recognition systems support the high coverage of
non-paper based reporting.

2.2.2.5

1

Open R&D questions



Medical information extraction (partial available technique): Building on available IE
technologies, medical language specific information extraction techniques have to be
developed and/or generalised from (medical) domain-independent purposes.



Standardized Medical Annotation Framework: A standardized medical text processing
and understanding framework supports technical integration of annotation technologies;
this incorporates the definition of data formats (output and exchange formats) and
information delivered from semantic annotation systems. Such a framework enables a
standardized integration of software provided for semantic annotations and, at the same
time, supports clinical IT departments in their data and system integration tasks.
Available annotation frameworks such as UIMA1 can be used as basis. However, as
current frameworks support only a limited range of data types (e.g. text) as well as
deliver proprietary data formats that are hard to integrate in third party medical IT
systems, standardized extensions are needed.



Enriched semantic medical terminologies: Knowledge bases such as UMLS, SNOMED
CT and other medical ontologies contain a wealth of medical information but need to be
extended both in quantity and in semantic information on the concepts. In addition, as
currently there is a only high coverage of English terminology available, but concepts
from other languages are either less represented or even missing, the multi-linguality of
medical ontologies is an important driver for their usage.



Semi-structured reporting algorithms: Semi-structured reporting approaches enhance
semantic understanding and annotation quality of documented findings and
observations. Algorithms based on such reporting standard will able to produce high
quality semantic annotations. However, a balanced interplay of structured reporting and
efficient information extraction has to be reach in order to not restrict the reporting
workflow of clinicians.



Image understanding algorithm (partially available techniques): Imaging processing
algorithms for automated detection of anatomical structured and abnormal structured
(including automated measuring), such as (Seifert et al., 2009), (Feulner et al., 2009) or
(Seifert et al., 2010).

http:// http://uima.apache.org/
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2.2.2.6

Technical Roadmap

Figure 1: Technology Roadmap for Semantic Annotation Approaches

2.2.3 Semantic Data Integration and Storage
As of today, large amounts of health data is stored in data silos and data exchange is only
possible via Scan, Fax or email. Due to inflexible interfaces and missing standards, the
aggregation of health data relies – as of today – on individualized solutions and, thus, on high
investments.
In comparison to the degree of healthcare IT adoption, the adoption of seamless healthcare
information exchange is far less advanced (Accenture, 2012). In average for instance, in
Germany less than 26 %, in UK less than 46% and in France less than 27% of the
healthcare provider use healthcare information exchange technology (for more detailed
numbers see the above mentioned study).

2.2.3.1

AS-IS-Situation

In terms of analysing the AS-IS Situation concerning semantic data integration capabilities five
different aspects have to be taken into account:
1. Data Storage and Exchange within healthcare provider
2. Efficient handling of structured and unstructured data
3. Availability and usage of Coding systems
4. Underlying data representation
In hospitals, as of today, patient data is stored in CIS or some EHR system. However, different
clinical departments might use again different systems, such as RIS, LIS or PACS, to store their
data. There is no standard data model or EHR system. Existing mechanisms for data integration
are either adaptations of standard data warehouse solutions from horizontal IT providers like the
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Oracle (Oracle Healthcare Data Model1 ), Teradata (Teradata Healthcare Logical Data Model2 )
or IBM (IBM Healthcare Provider Data Model3 ) or new solutions like the i2b2 platform4. While
the first three are mainly used to generate benchmarks regarding the performance of the overall
hospital organization, the i2b2 platform establishes a data warehouse that allows to integrate
data from different clinical departments in order to support the task of identifying patient cohorts.
For doing so, structured data such as diagnoses and lab values are mapped to standardized
coding systems. However unstructured data is not further labelled with semantic information.
Beside its main functionality of patient cohorts identification, the i2b2 hive offers several
additional modules (e.g. for NLP tasks).
Today, data can be exchanged by using, e.g. HL7 exchange formats (Clinical Document
Architecture5). However, due to non-technical reasons, health data is commonly not shared
across organizations (phenomena of organizational silos).
Information about diagnoses, procedures, lab values, demographics, medication, provider, etc.
are in general provided as structured format, but not automatically in a standardized manner.
For instance, lab departments might use their own coding system for lab values without explicit
mapping to the LOINC standard. Or different clinical departments often use different but
customized report templates without specifying the common semantics. Both scenarios lead to
huge integration efforts.
Regarding unstructured data like texts and images, standards for describing high-level meta
information are only partially available. In the imaging domain, the DICOM (Digital Imaging and
Communications in Medicine6) standard, for specifying image metadata is available. However,
for describing meta-information of clinical reports or clinical studies a common (agreed)
standard is missing. To the best of our knowledge, for the representation of the content
information of unstructured data like images, texts or omics data, no standard is available. Initial
efforts to change this situation are initiatives such the structured reporting initiative by RSNA 7, or
semantic annotations using standardized vocabularies (see Section 2).
There exist some standardized coding systems like, e.g., for diseases where we have the
International Classification of Diseases (ICD) and for lab values where we have the Logical
Observation Identifiers Names and Codes (LOINC). However, the coding standards might differ
from country to country. For instance, there are several (nation specific) coding systems for
procedures however there is no internationally accepted one. In addition, there is no standard
coding system for clinical data. However, we need to mention here, that SNOMED CT is at least
a 'designated standard for use in U.S. Federal Government systems for the electronic exchange
of clinical health information8. Hence, we are facing the situation, that most healthcare provider
organizations mainly use their own coding systems and data models. In addition, most of the
interesting clinical data, such as findings or reports, is only available in textual and not coded
format.
Since each EHR vendor provides an own data model, there is no standard data model for
usage of coding systems like, e.g., SNOMED CT to represent the content of clinical reports.
In terms of underlying means for data representation, existing EHR systems rely on case-centric
instead of a patient-centric representation of health data. This hinders longitudinal health data
integration.

1

https://www.db.bme.hu/files/Manuals/Oracle/Oracle11gR2/doc.112/e18026/toc.htm
www.teradata.de/logical-data-models/healthcare/
3
http://www-03.ibm.com/software/products/us/en/healthcare-provider-data-model/
4
https://www.i2b2.org/
5
http://www.hl7.org/implement/standards/product_brief.cfm?product_id=7
6
http://dicom.nema.org/
7
http://www.rsna.org/Reporting_Initiative.aspx
8
http://www.nlm.nih.gov/research/umls/Snomed/snomed_main.html
2
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2.2.3.2

To-BE-Situation

By relying on standardized data models for clinical data as well as on various terminologies and
coding systems that are used for labelling content in a fully aligned manner, the seamless data
exchange is possible. Thus, health data coded in different terminologies can easily be
integrated. In addition, clinical patient data can automatically be integrated in relevant
repositories without extra human effort, for instance the establishment of disease registry is
possible by means of automated processes. Furthermore, relevant external medical background
knowledge, such as information about clinical trials, are stored in a structured and standardized
way such that research results can be easily applied to patient data, enabling true evidence
based medicine.

2.2.3.3

Required functionality

The main functionalities needed for semantic data integration are obviously common standards.
They ease the exchange of health data and provide the basis for big data analytics. We need


Standardized data storage and exchange format



Structured and standardized representation of health data in EHR systems, in patient
repositories as well as repositories for clinical trials



Availability of standardized coding systems not only for diseases and procedures, but
also for findings, phenotypes, etc.



Complete, patient-centric and longitudinal patient data representation



Semantic annotation algorithms (see Section Error! Reference source not found.) for
different kind of unstructured data are needed to establish fully integrated clinical data.

2.2.3.4

Available technologies

Standardized exchange formats
HL7 defines messaging standards (HL7 v2.x1 and v3.02) and document standards (HL7 Clinical
Document Architecture. Since April 2013, most HL7 standards are freely available to download
in order to promote adoption.
Standardized coding systems
Standardized coding systems are required to label clinical data. Several standards for the
representation of structured data are available such as ICD or LOINC, or RxNorm3. Coding
systems for more granular health data like, e.g., SNOMED CT are available even though with
several open issues regarding consistency, performance and unique or normalized
representation (see e.g. (Rector et al., 2011), (Cornet, 2009), (Schulz et al., 2011), (MartínezCosta et al., 2013) (Markwell, 2008)). The Unified Medical Language System4 (UMLS) attempts
to align different coding systems in providing links and meta classes.
Biomedical ontologies
In the biomedical domain, we have ontologies representing the biomedical knowledge. There
exist repositories like the NCBO BioPortal5 where one can browse and download these
1

http://www.hl7.org/implement/standards/product_brief.cfm?product_id=146
http://www.hl7.org/implement/standards/product_brief.cfm?product_id=186
3
http://www.nlm.nih.gov/research/umls/rxnorm/
4
http://www.nlm.nih.gov/research/umls/
5
http://bioportal.bioontology.org/
2
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ontologies. The OBO Foundry1 is an initiative to harmonize existing biomedical ontologies and
promote a coordinated evolution (Smith et al. 2007).
Standardized Clinical data models
There are different data models from EHR system vendors and data warehouse providers, e.g.
Oracle, Teradata or IBM, available. HL7 defines a conceptual standard (the HL7 Reference
Information Model (RIM)) for the representation of clinical data. Due to the fact that RIM was
developed on the basis of the different HL7 messaging standards, it is facing several
consistency issues from an ontological point of view (see, e.g. (Smith et al., 2012)). DICOM is a
standard model for image meta data.

2.2.3.5

Open R&D questions

Aligned and multilingual biomedical ontologies
There are several initiatives like the UMLS or the OBO Foundry with the aim to better align
existing ontologies. The alignment however is still an on-going process. Furthermore, most of
the existing ontologies are available with English concept labels, but lack labels for other
languages. This hinders their usage in non-English speaking countries in applications like, e.g.
semantic annotation (see Section Error! Reference source not found. Error! Reference
source not found..)
Standardized clinical data model
Since we already have several coding systems, we mainly need a standard data model for
patient data, i.e. a standardized schema for the representation of fine granular health data such
as complex findings descriptions in term of existing coding systems. The HL7 RIM 2 is such a
model. It has however certain issues regarding the ontological consistency (Smith et al., 2012).
Research activities for the creation of an integrated patient data model on the basis of
ontologically well-defined ontologies, for instance the Model for Clinical Information (Oberkampf
et al., 2013), are on-going.
Structured Reporting
We need easy to use structured reporting tools which do not put extra work for clinicians, i.e.
these systems need to be seamlessly integrated into the clinical workflow. In addition, available
context information should be used to assist the clinicians. Given that structured reporting tools
are implemented as easy-to-use tools, they can gain acceptance by clinicians such that most of
the clinical documentation is done in a semi-structured form and the quality and quantity of
semantic annotations increases.

1
2

http://www.obofoundry.org/
http://www.hl7.org/implement/standards/rim.cfm
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2.2.3.6

Technical Roadmap

Figure 2: Technology Roadmap for Semantic Data Integration Approaches

2.2.4 Data Privacy and Security
Dedicated technical infrastructures, legal processes for data sharing and communication as well
as the implementation of suitable organisational processes that enable the secure and
transparent health data sharing are needed.

2.2.4.1

AS-IS-Situation

The importance of data and especially of big data is increasing and has become a so-called
company value. Therefore data security, risk management and data privacy requirements are
becoming more and more important. In terms of analysing the AS-IS Situation concerning data
privacy and security requirements of big data applications, four different levels have to be taken
into account:
1. legal level
2. technical level
3. organisational level
4. social level
The huge importance of data privacy and security is underlined by Directive 95/46/EC
(European Parliament and the Council of the European Union, 1995). Based on this minimal
standard, all member states were called to implement a national data protection law. As a
matter of fact, this is one major issue of the situation as of today: The directive of the European
Union was implemented differently and sometimes even antagonistic by the member states. In
consequence, this complicates a proper data exchange between the member states
significantly.
From a technical point of view, the implementation of secure big data technology with respect to
data privacy is supposed to be possible with the current technologies. For example the
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Integrating the Healthcare Enterprise (IHE) initiative 1 made quite some efforts to facilitate the
interoperability of health care IT systems. Other important privacy enhancing techniques are
anonymisation and pseudonymisation. Recently the International Organization for
Standardization (ISO) released the ISO/TS 25237:2008 Standards "Health informatics –
Pseudonymisation" (International Org for Standardization, 2008). It is defined as an approach
that withdraws and replaces the identification data of individuals with pseudo-identifiers. In
contrast to anonymisation, which is the complete removal of all identifiers from the data,
pseudonymisation enables the linkage of data associated with pseudo-identifiers independent of
time and place of data collection without having to reveal the personal identifiers. This is very
important in situations such as longitudinal studies when data about specific patients that is
possibly stored within many different and distributed repositories needs to be aggregated in a
way that the link to the patient is not lost. However, it is important to mention that the more data
about a particular patient is aggregated, the more details are known about this person and,
thus, the more likely it becomes that the patient can be de-identified although the original data
had been pseudonymised.
From an organisational point of view, the storage, processing, access and protection of big data
has to be regulated on several different levels: institutional, regional, national, and international
level. It needs to be defined, who authorizes which processes, who changes processes and
who implements process changes. Therefore, again, a proper and consistent legal framework or
guidelines (e.g. ISO/IEC 27000 (MITSM, 2013)) for all those four levels are needed.
To make the success of big data projects more likely, some major social issues need to be
targeted. For example genetic engineering is perceived extremely negative by the European
public. Public relations and acceptance are essential. There are many projects kept in the dark
instead of propagating the positive effects of their approach. Instead of pointing the prime
benefits of projects out, hardly any information is provided without doing lots of research. For
big health data, for example, the possibility fast and better drug engineering should be pointed
out.
Since there does not exist some sort of perfect solution for data privacy and security within the
big data context, it is hard to say, from whom to learn. But it seems also obvious, that for
example the Scandinavian countries have a different understanding of data privacy, for instance
national cancer registries and other disease registries are in those countries quite common and
not a particular issue that draws public attention or is discussed controversially.

2.2.4.2

To-BE-Situation

To draw a picture of a desired future, imagine the following: After an accident of an Austrian
tourist in Spain, the Spanish M.D. has full access to the lifelong Electronic Health Record (EHR)
of the patient (in accordance with the patient's consent).
In other words: Intramural and extramural as well as insurance data exchange should be
enabled on a technical, organisational as well as a semantic level. The main problem here
seems to be the incompatibility of different IT-systems (such as hospital information systems,
information systems of registered doctors, pharmacies or other health service provides) on an
international level, as well as a lack of internationally accepted standards and common legal
frameworks.

1

http://www.ihe.net/
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2.2.4.3

Required functionality

All in all it has to be said that security and privacy requirements do not grow with the amount of
data, but with the diversity and growing number of integrated data sources. The Cloud Security
Alliance therefore listed some major big data security and privacy challenges (Cloud Security
Alliance, 2012):











secure computations in distributed programming frameworks
security best practice for non-relational data stores
secure data storage and transaction logs
end-point input validation/filtering
real-time security/compliance monitoring
scalable and composable privacy-preserving data managing and analytics
cryptographically enforced access control and secure communication
granular access control
granular audits
data provenance

2.2.4.4

Available technologies

IHE (Integrating the Healthcare Enterprise)1 enables plug-and-play and secure access to health
information whenever and wherever it is needed. It provides different specifications, tools and
services. IHE also promotes the use of well-established and internationally accepted standards
(e.g. Digital Imaging and Communications in Medicine, Health Level 7).
There are some privacy enhancing technologies available, that target the protection of medical
data, such as the following (for details see (Neubauer et al., 2009)):







Peterson Approach
Pseudonymisation of Information for Privacy in e-Health (PIPE)
Electronic Health Card
Tielscher approach
Approach of Slamaning and Stingl
Pommerening Approaches

Another possibility to enhance privacy is to substitute the private data by a hash code, i.e. hash
functions are used to map patient data sets onto pseudonymised hash codes by using hash
algorithms.
ITIL is the most widely accepted approach to IT service management in the world. ITIL2
provides a cohesive set of best practices, drawn from the public and private sectors
internationally and includes guidelines for data security and privacy.

2.2.4.5



1
2

Open R&D questions

Internationally accepted Standards
There is a lack of internationally accepted and used standards to enhance data privacy.
Secure data de-identification algorithms
The need for a secure data de-identification algorithm that allows re-identification in case

http://www.ihe.net/
http://www.itil-officialsite.com/home/home.aspx

© BIG consortium

Page 30 of 140

BIG 318062





of emergencies (e.g. in longitudinal studies). For example hash algorithms are not 100 %
collision resistant by today's knowledge.
Proper legal framework
An open R&D question not quite for technicians but rather for jurists is to evaluate,
compare and give advices to harmonise the legal frameworks dealing with data
protection throughout the whole EU.
guidelines / step-by-step instructions

To implement data privacy and security, there only exist frameworks but no step-by-step
instruction. The organisation is forced to implement such processes itself. There are several
external consultants as well as audits available to simplify this process, but especially
consultants are extremely expensive and therefore not suitable for small and medium-sized
companies.

2.2.4.6

Technical Roadmap

Figure 3: Technology Roadmap for Data Security and Privacy

2.2.5 Data Quality
Each big data application relies on the quality of the data sets used. In the health domain, it is
often unclear in which quality the health data is available and what methods and approaches
can be used to a) evaluate/measure the data quality and b) increase the data quality. For the
following discussion, we need to distinguish whether we talk about a) patient data within clinical
settings or b) health data that can be found on the Data Web.
Within clinical settings, there are two aspects of data quality of patient data that are of
relevance:
1) Data quality is usually measured in terms of frequency of missing and incorrect values in the
data.
2) Data quality and information density is also strongly correlated to the degree of automation
of the process and quality of the tools and IT infrastructure. That is, low level of automation,
low-quality tools and poor architecture will inevitably lead to loss of data overtime and will
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not permit efficient data utilization. Fixing the data produced in such environments is
extremely difficult.
By using samples of data and knowledge of the ‘truth’, it is possible to estimate data quality in
case (1); however case (2) requires systemic approach.
On the Data Web, data quality can be defined as fitness for a certain use case (Juran, 1974).
There are a large number of high quality datasets (in particular in the life-sciences domain),
which are carefully curated over decades and recently published on the Web (see Section
Error! Reference source not found.). There are, however, also many datasets, which were
extracted from unstructured and semi-structured information or are the result of some crowdsourcing process, where large numbers of users contribute small parts.

2.2.5.1

AS-IS-Situation

In terms of the quality of clinical data, the AS-IS situation can be described as follows:
Related to the fact that hospitals own the data, one needs to keep in mind that patient data
quality is not in the responsibility of the medical product provider. Hence, the medical product
provider only provides tools for data analysis but it is up to hospital to ensure that the data is
correct. Although medical product provider can provide tools for improving data quality, it cannot
do so in all cases and the responsibility lies with the users. For example:


A number of medical products, such as HIS, CIS or RIS, provide constraints and
automated validations for multiple data entry situation; however users can overwrite
them or turn the feature off and in fact frequently do so, because the constraints given
by the IT systems might hinder them in documenting relevant observations.



No quality control can be performed on custom fields, and no quality control can be
performed on image data – it depends on the devices, protocols and processing used,
and is in the responsibility of the imaging software rather than of the more general
systems.



In general, for most kinds of data, validation or cleaning is extremely difficult due to
complexity of the domains and situations, and is not done.



The majority of IT healthcare systems do not prevent duplication of patient data, but
there exist separate semi-automated data cleaning processes.



Data quality issues in healthcare service are somewhat different from those in clinical
and patient data. For many healthcare products, service software and equipment
undergoes rigorous testing to ensure proper operation, including data production. The
challenge lies in having appropriate architecture/workflows for aggregating and storing
data across the installed base and service operations. The main aspect of the data
quality for service is the process rather than initial data generation, although there can
be issues with manual entry of data quality for example in service reports of technicians.

In terms of the quality of Web data, the AS-IS situation can be described as follows:
In a recent survey (Zaveri et al., 2013), 21 approaches were analysed to obtain a clear
understanding of the current situation regarding data quality on the Web of Data with a
particular focus on Linked Open Data (LOD). A total of 23 quality dimensions were identified,
definitions of which were provided in the survey along with metrics (how the dimensions can be
measured).
There are efforts focused towards analysing the quality of the data on the Web. An effort to
assess the quality of web data was undertaken in 2008 (Cafarella et al., 2008), where 14.1
billion HTML tables from Google's general-purpose web crawl were analysed in order to retrieve
those tables that have high-quality relations. Additionally, there have been studies focused on
assessing the quality of RDF data (Hogan et al., 2010) to report the errors occurring while
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publishing RDF data and the effects and means to improve the quality of structured data on the
web. As part of an empirical study (Hogan et al., 2012), four million RDF/XML documents were
analysed, which provided insights into the level of conformance in these documents with
respect to the Linked Data guidelines. Even though these studies accessed a vast amount of
web or RDF/XML data, most of the analysis was performed automatically and therefore the
problems arising due to contextual discrepancies were overlooked. Another study aimed to
develop a framework for the DBpedia quality assessment (Kreis, 2011). In this study, particular
problems of the DBpedia extraction framework were taken into account and integrated in the
framework. However, only a small sample (75 resources) was assessed in this case and an
older DBpedia version (2010) was analysed.

2.2.5.2

To-BE-Situation

The TO-BE situation for clinical settings will be explored in further detail in the final version of
the technology roadmap document.
In Data Web settings, the provision of analysis of the data quality for data on the Web is
required in order for consumers to decide which datasets they can use for a particular use case.
High quality data is of prime importance in order to use them for particular applications,
especially in the life science domain. Thus, in order to achieve high quality data, first the quality
of datasets should be assessed and as the second step, the improvement of the quality should
be performed. Additionally, a (semi-)automated tool should be available to regularly analyse the
quality of datasets (existing as well as newly created) on the Web.

2.2.5.3

Required functionality

The required functionalities for improving data quality in clinical settings will be explored in
further detail in the final version of the technology roadmap document.
In Data Web settings, one of the main current requirements is a standardized data quality
assessment methodology. Even though there have been various efforts in analysing the quality
of data, there is no standardized methodology that one can follow in order to analyse any
dataset on the Web. Moreover, there are few metrics currently available / defined on how to
measure data quality. Specific metrics should be introduced, which can help guide a user in
identifying metrics relevant for her dataset/use case. Another requirement is the availability of
tools, which can be used to assess the quality of datasets. These tools should be user-friendly
on the one hand to enable users to perform quality assessment easily and on the other hand,
they should cover all possible metrics required for data quality analysis. Additionally, the tools
should also assist the user in configuring the quality requirements as well as provide
interpretation of the quality analysis/output produced.

2.2.5.4

Available technologies

The available functionalities for improving data quality in clinical settings will be explored in
further detail in the final version of the technology roadmap.
Currently, there are efforts focused towards analysing the quality of the data on the Web. An
effort to assess the quality of web data was undertaken in 2008 (Cafarella et al., 2008), where
14.1 billion HTML tables from Google's general-purpose web crawl were analysed in order to
retrieve those tables that have high-quality relations. Additionally, there have been studies
focused on assessing the quality of RDF data (Hogan et al., 2010) to report the errors occurring
while publishing RDF data and the effects and means to improve the quality of structured data
on the web. As part of an empirical study (Hogan et al., 2012), four million RDF/XML documents
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were analysed, which provided insights into the level of conformance in these documents with
respect to the Linked Data guidelines. Even though these studies accessed a vast amount of
web or RDF/XML data, most of the analysis was performed automatically and therefore the
problems arising due to contextual discrepancies were overlooked. Another study aimed to
develop a framework for the DBpedia quality assessment (Kreis, 2011). In this study, particular
problems of the DBpedia extraction framework were taken into account and integrated in the
framework. However, only a small sample (75 resources) was assessed in this case and an
older DBpedia version (2010) was analysed.
There exist several efforts in developing data quality assessment frameworks in order to assess
the data quality of Linked Open Data. These efforts are either semi-automated such as
Flemmings DQ tool (Flemming, 2010), automated such as LinkQA (Gueret et al., 2012) or
manual such as Sieve (Mendes et al., 2012). Even though these frameworks introduce useful
methodologies to assess the quality of a dataset, either the results are difficult to interpret, do
not allow a user to choose the input dataset or require a considerable amount of user
involvement.

2.2.5.5

Open R&D questions

The open R&D questions for improving data quality in clinical settings will be explored in further
detail in the final version of the technology roadmap.
For improving the data quality of the Web data, we identified the following
 Standardized data quality assessment methodology
 Relevant metrics of assessing the quality of datasets
 Appropriate (semi)- automated tools to assess the quality of datasets
 Crowd-based approaches for assessing and improving data quality
 Even though there exist guidelines and recommendations on how to publish “good” data,
there is less focus on how to use this “good” data

2.2.5.6

Technical Roadmap

Figure 4: Technology Roadmap for Data Quality
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2.3. Value-Creating Technologies
As innovative big data opportunities can be driven either by concrete business needs, by the
availability of data sources as well as through new technological opportunities, we need to
consider those three dimensions within our technology roadmap development.
The business dimension we could already intensively discuss within our sectorial analysis
(Zillner et al., 2013). From this discussion, we derived a set of business scenarios that will
guide our further discussion about technical requirements (see Section Error! Reference
source not found.) in the final version of this deliverable. Within this first draft of the technology
roadmap deliverable, we focus on a detailed discussion about the available data sources (see
Section Error! Reference source not found.) in the healthcare domain and discuss to which
extent those sources can be used as input for implementing big data.

2.3.1 Available Data Sources

The health care system has several major pools of health data which are held by different
stakeholders/parties. Within our discussion about available data sources, we need to distinguish
the open and the closed world, i.e. between data sets that are open available and data sets that
are owned by a particular stakeholder and can only be accessed under restricted conditions.
Closed Health Data Sources
In the category of closed – or not open accessible data – we can distinguish four types of data:


Clinical data that encompass any information stored within the classical hospital
information systems or EHR, such as medical records, medical images, lab results,
genetic data, etc. Clinical data sets are owned by the provider (such as hospitals, care
centres physicians, etc.). As clinical data is personal data and, the data privacy and
security restriction are very high. In addition, due to the fact that health is a very
sensitive topic, clinical data needs to be of high quality in order to be a valuable input for
big data applications.
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Claims, cost and administrative data that encompasses any data sets relevant for
reimbursement issues, such as utilization of care, cost estimates, claims, etc. Those
data sets are owned by the provider and the payers. Those data sets are structured data
and of high quality, the highest quality of data can be found in the accounting area.
However, it is important to keep in mind that claims, cost, and administrative data cover
information that can be used to improve admin or financial related processes however
do not cover detailed information about the health status of patient.
Pharmaceutical and R&D data that encompass clinical trials, clinical studies, population
and disease data, etc. Those data sets are owned by the pharmaceutical companies,
research labs/academia or the government. As of today, a lot of manual effort is taken to
collect all the data sets for the conducting clinical studies and related analysis. The
manual effort for collecting the data is quite high, and same is true for the data quality.
However, it is important to note that the data collection strategies are mainly hypothesis
driven meaning that the collected data attributes allows to prove or disprove a particular
hypothesis. Therefore, the collected data sets are often limited in their selection of
attributes and cannot be easily compared with data sets from related patient groups
originating from different study focus
Patient behaviour and sentiment data that encompasses any information related to the
patient behaviours and preferences and is either documented by the patient (subjective
data) or by some monitoring device (objective data). The data is either owned by
consumers or monitoring device producer. Due to its bias, subjective data that relies on
human interpretation should not be used as input for automatic analytics applications.
Objective data from any kind of monitoring devices seems to be very promising for (big)
analytics applications; however, its efficient processing requires semantic interpretation
/annotation beforehand.

Open Health Data Sources
There is a large number of open health data sources are available. Thus, we won’t be able to
compile a detailed and comprehensive analysis of all available data sources, but we will try to
provide the reader an overview of the available data sources such that he or she will be able to
assess their impact for a particular big data application.
The available open health data sources can be divided into data sources that have been
composed 1) structured databases (NCBI Gene, UniPort, DrugBank, etc.) 2) semi-structured
documents (Pubmed, Clinical Trials.gov) or 3) terminologies(UMLS, OBO, NCBO BioPortal).
There are several activities and projects driving the availability of open health data:
1) The project BIO2RDF aims to transform life science data bases into RDF- format. It is an
open-source project that uses Semantic Web technologies to build and provide the largest
network of Linked Data for the Life Sciences. Currently the BIO2RDF encompasses 19
updated databases. In general, those databases that of greatest relevance for the lifescience community get integrated first. Currently, the project has no proper funding.
However, Michel Dumontier, the initiator and manager of the project, expects that the project
will receive a more official status as well as more funding at Stanford University in the future.
Currently, each of the people working with him dedicated one day time per week to work on
the infrastructure.
2) Linked life data (linkedlifedata.com) is a service that provides access to the full path of
health-related data, such as gene, protein, molecular interaction, pathway, target, drug,
disease and clinical trial related information. This project was partially funded by Linked Life
Data and several EU IST projects.
3) NCBO BioPortal is an open repository of biomedical ontologies that provides access via
Web browsers and Web services to ontologies. BioPortal supports ontologies in several
formats, such as OBO, OWL, RDF, and other formats. At a first glance, one gets easily
overwhelmed by the large number of ontologies. By analysing them in more detail, however,
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we found out that only a limited number of the covered ontologies seem to be of relevance
for big data applications: From more than 330 ontologies of the repository, we could only
identify about 20 ontologies that seem to be of higher relevance for big health data
applications in terms of their size and coverage of terms. The remaining ones were
excluded, as they have been either too small, within an experimental status or addressing a
very focused yet important domain.
However, although many open health data source are available, the licensing situation is often
hindering the usage of data in clinical products or commercial health applications. Thus, one
should always make clear where the data is coming from and how the underlying rights and
licensing situation is, before one is planning to use a particular data source. For instance, the
usage of the data of the OMIM (Online Mendelian Inheritance in Man) database in commercial
settings requires licensing and registration. The same is true for the large collections of
abstracts of scientific publications of the PubMed repository, i.e. although the content can be
easily accessed via web and dedicated interfaces, the ownership of the materials lies with the
publishers and there are restrictions on derivates or commercial use of the data.
It is also important to keep in mind that, although a lot of open health data is available, the data
can quite often not be used due to the fact that they are either only provided in textual format in
a non-standardized manner. For instance, the service of the U.S. national Institute of Health
called ClinicalTrials.gov currently lists more than 150 000 clinical studies. However, the data is
only provided in textual / unstructured format with no links to external identifiers such as
standardized drug codes. Thus the content cannot automatically be processed but requires
human interpretation beforehand. In addition, there exist no standard format for representing
clinical studies; it is difficult to compare them in an automatic manner.

2.3.2 Selected Business Scenarios
Within the deliverable D2.3.1 First draft of Sector’s requisites, we already described a set of
relevant business or application scenarios for big data applications in the healthcare domain.
Those have been 1) Comparative Effectiveness Research 2) Clinical Decision Support 3)
Clinical Operation Intelligence 4) Secondary Usage of Health Data 5) Public Health Analytics 6)
Mobile Patient Portal.
As the scenarios are based quite often on similar technologies and approaches, we decided to
group the identified scenarios into more abstract categories as basis for our technical
requirements analysis.
Basically we see three different scenarios:
1) Healthcare Knowledge Discovery, i.e. any big data application that aims to discover new
knowledge that can subsequently be used to improve the overall healthcare delivery.
The applications scenarios Comparative Effectiveness Research, Clinical Decision
Support, Secondary Usage of Health Data and Public Health Analytics are of type
healthcare Knowledge Discovery.
2) Health Care Delivery Process optimization, i.e. any big data application that investigates
in identifying relevant correlations and thus possibly causalities with the accomplished
steps (diagnose, or treatment) in the overall process of healthcare delivery in order to
improve it. The application scenarios Clinical Decisions Support and Mobile Patient
Portal are of type Healthcare Delivery Process Optimization
3) Healthcare Operation Intelligence, i.e. any big data applications that allows to produce
benchmarks for evaluating the current performance of clinical operations in order to
improve it. The application scenario Clinical Operation Intelligence is of type Healthcare
Operation Intelligence
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The three mentioned scenarios will be explored in further detail in the final version of the
technology roadmap. In particular, we plan to provide a detailed description of the business
scenario, discuss the required data sources and required technologies as well as open R&D
questions. All those analysis will finally lead to technology roadmap description.

2.4. Consolidated Technical Roadmap for Healthcare Sector
2.4.1 Consolidated Perspective
The consolidated perspective on the technical requirements in the context of enabling
technologies will be explored in further detail in the final version of the technology roadmap
document.

Figure 5: Consolidated Roadmap Perspective on all Enabling Technologies
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2.4.2 Use-Case Perspective
The consolidated perspective on the technical Requirements in the context of value-creating
technologies, i.e. the technologies needed for implementing the set of business cases identified
within deliverable D2.3.1. First draft of Sector’s requisites (Zillner et al., 2013) will be explored in
further detail in the final version of the technology roadmap document.

Figure 6 Consolidated Roadmap Perspective of the three mentioned Business Scenarios

2.5. Conclusion and Next Steps
Within this draft version of the healthcare sectors roadmap deliverable, we primarily focused on
technologies that need to be in place before the majority of big data applications can be
implemented. We detailed what steps are needed to address the technical requirements for
improved data digitalization, semantic annotation, semantic storage and exchange, data privacy
and security as well as data quality. In addition, we investigated which open and closed data
sets are available as input for big data applications in the healthcare domain.
Within our next steps, we will investigate the technical requirements deriving from the business
scenarios identified within our sectorial analysis. For doing so, we will make explicit the
required data processing steps and analyse to which extent those steps can be addresses with
already available technologies as well as the associated R&D questions that need be
addressed in the future. In addition, we will consolidate our findings regarding the needed
technologies for both, the enabling technologies that foster seamless data access as well as the
technologies needed for implementing the various types of use cases.

2.6. Abbreviations and acronyms
CIS

Clinical Information System

DICOM

Digital Imaging and Communication in Medicine

EHR

Electronic Health Record

HL7

Health Level 7

IHE

Integrating the Healthcare Enterprise

IE

Information Extraction

© BIG consortium

Page 39 of 140

BIG 318062

ISO

International Organization for Standardization

ITIL

Information Technology Infrastructure Library

LIS

Laboratory Information System

NCBO

National Centre for Biomedical Ontology

OBO

Open Biomedical Ontologies

OWL

Web Ontology Language

PACS

Picture Archiving and Communication System

RDF

Resource Description Framework

RIS

Radiology Information System

W3C

World Wide Web Consortium
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3.

Public Sector

3.1. Introduction
The basis of business scenarios for the public sector developed here has been taken from the
previous BIG report “D2.3.1. First draft of Sector’s requisites” (Zillner, et al., 2013), with the
addition of some scenarios in the security domain from further input collected after the release
of that report. This input will be updated in the next version of sector’s requisites. As a reminder,
the public sector encompass those bodies with state authority or public service tasks, and
established for the specific purpose of meeting needs in the general interest, not having an
industrial or commercial character; having legal personality; and financed, for the most part, by
the state, or regional or local authorities, or other bodies governed by public law.
For the development of the current roadmap, specific meetings were held with the five BIG
technical working groups that are studying the big data value chain: data acquisition, data
analysis, data curation, data storage and data usage. With each one of these groups there was
an exchange of information, about the specificities of each business scenario, and the input was
collected in the following categories:


Required functionalities: Those functionalities required in each technology group to
perform the proposed scenario using big data technologies.



Available technology: Technologies available nowadays that can be used to undertake
the required functionalities.



Open R&D challenges: All those R&D questions required to fulfil the business goal
optimally. Either with the advance of existing solutions, or with the development of new
approaches to the problem.

The roadmap analysis has been divided in two subsets, one considering the application of big
data in the standard domains of public sector (all types of public sector services offered
directly or indirectly to society), and the other considering the applications in the security
domain, which falls under public sector responsibility. This domain has some specificities in
their requirements that are quite far from the standard ones, it has been considered to provide
two separate roadmaps for each one.

3.2. Enabling Technologies
This section collects generic applications of big data in the public sector, as they can be used in
different business scenarios. Some indications of possible usages are provided in each
technology.

3.2.1 Data analysis to search for patterns and relationships
Standard application case. This enabling technology can be applied to specific cases in the
Public sector for fraud detection at different levels. One application could be using external data
from the public sector (e.g. information from banks and other financial institutions) to detect
cases of tax evasion and money laundering. Another possible application is through the
analysis of information already available in the public sector to detect frauds in public benefits,
like pensions, unemployment or public subsidies to businesses.
As detailed in the public Sector section of the First Draft of Sector’s Requisites (Zillner, et al.,
2013) those applications correspond to the BIG Data analytics area applied to the Public Sector.
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AS-IS Situation:

TO-BE Situation:



Ad-hoc programming of interfaces for data
acquisition from external sources (e.g.
financial institutions)



Access to heterogeneous sources of data
with standard interfaces for the same type
of external sources



Access to public administration data from
different data silos



Standardization of query languages across
database families



Not all public information required to
perform such analysis is available





Access to heterogeneous data may be
required, so some issues regarding the
access to different data sources with
different query languages can be an issue

Availability of public information datasets
with significant information to perform such
analysis

Required Functionalities:


Standardisation of input data and interfaces from external sources (e.g. financial
institutions).



Access to public administration data from different data silos.



Different data acquisition and data integration approaches depending on specificities of
each data set or functional domain are required:
o

Data extraction (depending on the type of data format/structure)

o

Data aggregation (depending on the basic structure of the data collected)



Ability to reason over multiple data sources (heterogeneous)



Medium volume/velocity for storage capabilities required



Different type of analysis require storing information based on different data models



Pattern recognition reporting technologies



Appropriate visualization according to analysis type

Available Technologies:


Data extraction and ETL (Extract, Transform , Load) tools



Data communication



Data aggregation



Linked data technology



Machine learning



Good support for each required data model.



Standard BI tools

Open R&D Questions:


Standardization of interfaces



Linked Data progress:
o

Increasing scalability and robustness

o

Improving usability and making simpler to use

o

Finding data sets
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o

Efficiently combining different datasets for reasoning purposes at scale

o

Dealing with very broad and very specific data at the same time

o

Efficient indexing

o

Dealing with incomplete and approximate reasoning

o

Investigating the trade-off between online (backward) reasoning and offline
(forward) reasoning

o

Parallel inference



Integration of SQL, KeyValue, graph databases and other database families, as every
database family has different standard query language.



Standardization of query languages inside database families



Domain modelling to include ontologies from heterogeneous areas



Alignment of existing data bases

Figure 7: Technology Roadmap for Data analysis to search for patterns and relationships

3.2.2 Real time data processing to search for patterns and
relationships
Standard application case. The real-time application to search for patterns can be applied to the
supervision of regulated activities in the private sector. Collecting and analysing the information
from those activities can be a tough task as the speed of transactions and the amounts of data
that can be collected in a short period can be enormous due to the practice of using computer
robots for tasks that were performed by humans few decades ago, ““high-frequency trading”
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(HFT) — a catch-all term for the practice of using high-powered computers to execute trades at
very fast speeds, thousands or millions per second”” (Ye, 2012)
The control of such operations and transactions from such activities like energy,
telecommunications, financial, raw material and stock markets, or other activities like on-line
gaming, can be useful to control the operators and the detection of irregular activities, trough
the analysis of operations and market data (sellers, buyers, suppliers, prices) in real-time,
processing big amounts of structured data to search for patterns and relationships.

AS-IS Situation:

TO-BE Situation:



Difficulties in the combination of real-time
with off-line processing



Combination of real-time and off-line
processing



Restrictions in data curation processes
from real-time analysis (off-line curation
verification)



Mixed and distributed curation processes



Scalability limitations for some types of
databases

Required Functionalities:


Depending on the update speed and volume of data collected and the response time
required by the end user may require different approaches to data acquisition:
o

Real-time acquisition when real time analysis required

o

Otherwise batch acquisition would be enough for later analysis



Reasoning over streaming data



Analysis algorithms which produce recommendations for recognized patterns to experts for
verification



Large Volumes of data



Different types of analysis require storing information based on different data models



Volume and velocity could be highly demanding depending on the specific subtype use
case. (e.g. supervision of stock exchange operations)

Available Technologies:


Real time: Open source solutions like Apache Kafka (pub-sub); Storm as real-time platform



Historical data: Open source solutions like Apache Flume (acquisition & dump); Hadoop for
further pre-processing



Stream reasoning technology



Algorithms that analyse the data, the output can be verified through a data curation
workflow: 3 types single users; group of users; community of users



Good support for each required data model



Graph data bases have scalability limitations and restrictions on building queries



Complex Event Processing

Open R&D Questions:


Stream data mining required to handle large volumes



New data curation approaches:
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o

Crowd based curation (large communities of users doing data curation)

o

Mixed Human-Computer intelligence

o

Embedded data curation in current business processed. This is a challenge for
adoption in existing processes



Integration of SQL, KeyValue, graph databases and other database families, as every
database family has different standard query language



Standardization of query languages inside database families



Combine real-time processing with off-line processing

Figure 8: Technology Roadmap for Real time data processing to search for patterns and
relationships

3.2.3 Analysis of heterogeneous data from media and social networks
Standard application case. Tracking of information from internet content, including media and
social networks (Oracle, 2012), through the use of sentiment analysis techniques, described at
the First Draft of Technical White Papers (Domingue, et al., 2013).
In the Public Sector, such technologies can be applied to the prioritisation and planning of public
services to help policy makers the promotion of new services, or to uncover potential areas of
civil unrest (Oracle, 2012). Other applications are in the security and defence field for threat
detection in security and crime when combined with other technologies and data sources.
Main challenges of such application are the ability to adapt to changing data models from social
networks and other unstructured contents, and the right qualification of discovered sentiments
for their right usage.
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AS-IS Situation:

TO-BE Situation:



Not standard and changing data models of
Social networks



Adaptability to Social networks data
models



Social networks data quality not reliable



Improvement in scalability



Scalability limitations for some types of
databases used for storing social network
data



Qualification of sentiment



Sentiment analysis

Required Functionalities:


Data acquisition from social networks, web content (blogs, news, RSS feeds)



Sentiment mining



Data quality and categorisation of information from social networks



Storage depends on the way the problem to solve his going to be modelled:



o

Store information before it goes through analytics

o

Size and velocity will be the strongest requirements.

Filter targeted contributions and determine the sentiment

Available Technologies:


Social network data acquisition (API's from SN providers)



Third party commercial services & applications



Sentiment mining technologies



Machine learning



Information extraction



Algorithms that analyse the data, the output can be verified through a data curation
workflow: 3 types single users; group of users; community of users



NoSQL, Graph databases technologies available



Entity recognition



Relation detection



Sentiment analysis



User classification

Open R&D Questions:


Acquisition based on semantic models of social networks



Increase scalability



Understand better what users need exactly.



New data curation approaches:
o

Crowd based curation (large communities of users doing data curation)

o

Mixed Human-Computer intelligence

o

Embedded data curation in current business processed. This is a challenge for
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adoption in existing processes


Scalability of graph data bases



Qualified sentiment analysis



Understand motivations of the posts from the Social Network users



Fine grained analysis of sentiment targets

Figure 9: Technology Roadmap for Analysis of heterogeneous data from media and social
networks

3.2.4 Real time data processing of sensor data and images
Security application case. This technology is oriented to the processing of images and sensor
data in surveillance and security applications, like physical intrusion detection in large open
spaces or infrastructures. This technology is not of exclusive application in public sector, but this
sector is responsible for ensuring the provision of basic services through critical infrastructures,
as well as citizen’s security.
Main challenges are to leverage the computing power of the new sensors to perform some
acquisition and pre-processing tasks at the devices. The optimization of storage is also a
challenge shared in all those applications using video analysis intensively.

AS-IS Situation:

TO-BE Situation:



Real-time pre-processing constraints of
sensor provided data





Restrictions in data curation processes
from real-time analysis (off-line curation
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verification)



Mixed and distributed curation processes

Image processing requires storing large
volumes of data and the associated
metadata



Optimizing the storage of image data to
store information with less data volume

Required Functionalities:


Event acquisition from specific sensors



Real time analysis of images and sensor data



Verification and improving the quality of results from image recognition. Better image
recognition algorithms, less human data curation required.



Storage: for how long is stored the video data (before extracting the data and after
extracting the data (problem of storing the metadata)



Understanding image processing results



Finding the alarm cases in real time



Visualization to show relevant data

Available Technologies:


Sensor data acquisition techniques



Image and video analysis



Semantic sensor data analysis



Algorithms that analyse the data, the output can be verified through a data curation
workflow: 3 types single users; group of users; community of users



Good support for each required data model. Graph data bases have restrictions on building
queries.



Event processing / Complex Event Processing



Image analysis



Mapping of sensor language



Visualization surveillance cockpit

Open R&D Questions:


New sensors and devices are increasing their computational power, so acquisition and preprocessing might be done at the device side. Acquisition techniques would need to evolve
to support this.



New data curation approaches:
o

Crowd based curation (large communities of users doing data curation)

o

Mixed Human-Computer intelligence

o

Embedded data curation in current business processes. This is a challenge for
adoption in existing processes



Integration issues to access different types of databases, as there is no standardization of
query languages. No integration across different types of data.



Retention policies from the optimization point of view: Tools to help on the optimization
decision support to store more information and less data



Improvement of sensor technology through high quality sensors
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High quality image recognition



Visualization to summarize high quality sensor data

Figure 10: Technology Roadmap for Real time data processing of sensor data and images

3.3. Value-Creating Technologies
3.3.1 Available Data Sources
The public sector has a lot of available data sources from the domains which are under its
control, even not always they are accessible form one organization to another. For the
application of some of the business scenarios, it is important to access some external data
sources to fulfil the goals of the case.
Data sources for standard applications in public sector
The data sources required for these applications are all which are available within public
administration organizations, but those related to the technologies and cases reported are the
following:


Public sector tax information and information on accounts from financial
institutions: for detecting tax evasion and money laundering crimes fraud cases using
the data analysis technologies to search for patterns and relationships. To access
information on customer’s accounts some legal barriers may be encountered related to
data protection.



Public sector information about pensions or benefits to people and businesses that
can be matched with other information corresponding to the conditions to perceive such
benefits available in the public sector. Detecting fraud in the collection of such benefits
using the data analysis technologies to search for patterns and relationships.
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Reporting information on operations from operators of regulated activities: to
control the operators and the detection of irregular activities, through the analysis of
operations and market data using real-time data processing technologies to search for
patterns and relationships. In some cases this information is already required from public
sector, but since the technologies that may make this possible are related with the Big
data evolution, it is something new that must be developed with the corresponding
regulations from the policymakers.



Data from media and social networks to be analysed and applied to the prioritisation
and planning of public services to help policy makers the promotion of new services, or
to uncover potential areas of civil unrest. These data sources may also be used in some
of the security applications as described below.



National and international statistic data (e.g. World Bank, U.N., OECD) from the
following topics among others: Demographics; Mobility; Education; Health; Housing;
Trade & Markets (Volume. Prices); Employment. To be used in Predictive analytics for
planning purposes of public services.



Access to datasets across different public organizations to provide data aggregation
for a given entity even not having the same identification. To be used in “Overcoming the
data silo culture” business case.



All PSI suitable to be published openly. To be used in “Open Government Data”
business case.



Historical data from public services provided including the outcomes from such
services. To be used in “Personalization of public services” business case.

Data sources for security applications in public sector
The following data sources are related with the security scenarios presented in this report.


Text and image content from internet (RSS, media, social networks)



Video from surveillance cameras, internet content and video libraries



Police file records



Criminal records



Reports from network vulnerabilities analysis



Machine data traffic (systems and network log files)



Media content



Social networks data



Web content (blogs, news, RSS feeds)



Environment sensors



Radars



Satellite images



Smartphones provided data



GPS / GIS data

© BIG consortium

Page 52 of 140

BIG 318062

3.3.2 Selected Business Scenarios
3.3.2.1
Predictive analytics for planning purposes of public
services
Standard application case. Using predictive analytics, the public sector can see an accurate
view of future demand for resources, and make evidence-based decisions regarding policy and
spending. (SAS Institute Inc., 2012)
Predictive analytics for planning purposes of public services based on forecasts in given
scenarios (education, social services for elderly, public transport, etc…) or to perform analysis
and forecasts on fundamental areas of economic activity (e.g. financial, food and raw materials
markets). (Yiu, 2012)

Description:
To perform forecasts for planning purposes in areas which are responsibility of public sector
(education, social services, transport, etc…).
The forecasts can be based on trend analysis from the extrapolation of current data series and
possible influence of future political decisions (e.g. in demographics area).
Required Data Sources:
Access to national and international statistic data (e.g. World Bank, U.N., OECD) from the
following topics among others: Demographics; Census data; Mobility; Education; Health;
Housing; Trade & Markets (Volume. Prices); Employment.
Required Functionalities:


Acquisition of statistical data for aggregation to Master Data Set



Ability to reason over multiple (heterogeneous) data sources



Provenance of data



Relational databases or specific databases oriented to data series



Simulation tools



Visualization and exploration of data sets

Available Technologies:


Data extraction and ETL (Extract, Transform , Load) tools



Data communication



Data aggregation



Linked data technology



Machine learning



Algorithms that analyse the data, the output can be verified through a data curation
workflow: 3 types single users; group of users; community of users



Relational data base will do fine. Time-series oriented databases (Wikipedia, Time series
database) might be considered as well.



Simulation tools



Data quality and alignment
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Open R&D Questions:




Linked Data progress:
o

Increasing scalability and robustness

o

Improving usability and making simpler to use

o

Finding data sets

o

Efficiently combining different datasets for reasoning purposes at scale

o

Dealing with very broad and very specific data at the same time

o

Efficient indexing

New data curation approaches:
o

Crowd based curation (large communities of users doing data curation)

o

Mixed Human-Computer intelligence

o

Embedded data curation in current business processed. This is a challenge for
adoption in existing processes



Data exploration



Comparison of different scenarios

Figure 11: Technology Roadmap for Predictive analytics for planning purposes of public
services

3.3.2.2

Overcoming the data silo culture

Standard application case. Standard application case. The data silo culture in the public sector
is one of the major blockers for the evolution towards a more effective organizational culture.
According to (PricewaterhouseCoopers, 2007), “The public sector is increasingly expected to
run itself effectively, efficiently and in a customer-centric manner, importing key private sector
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concepts where appropriate – and this means aligning every action/strategy towards a
meaningful customer experience. While the customer must sit at the centre of service-delivery
strategy, the preferred implementation approach needs to take into account the ways in which
public sector organisations are structured. In particular, hierarchical, ‘siloed’ structures can
present a major challenge to the delivery of customer-centric services across all agencies within
an organisation”.

Description:
Data availability though public agencies, making data available across agencies and
organizational silos, reducing search times and automating access to data (e.g., to overcome
the lack of single identity providing consolidated access to public sector information; to fulfil the
once-only principle, not requesting information from citizens and businesses that is already
available within public administration.)
Required Data Sources:
Access to datasets across different public organizations to provide data aggregation for a given
entity even not having the same identification.
Required Functionalities:


Access to public administration data from different data silos



Different data acquisition and data integration approaches depending on specificities of
each data set or functional domain are required:
o

Data extraction (depending on the type of data format/structure)

o

Data aggregation (depending on the basic structure of the data collected)



Linking heterogeneous enterprise data



Data quality of data sets



Entity consolidation algorithms



Organization of stored information

Available Technologies:


Data extraction and ETL (Extract, Transform , Load) tools



Data communication



Data aggregation



Enterprise linked data



Algorithms that analyse the data, the output can be verified through a data curation
workflow: 3 types single users; group of users; community of users



Current solutions for mapping data require manual work which make them expensive

Open R&D Questions:


How to connect data with different licences



How to join different payment models for data



New data curation approaches:
o

Crowd based curation (large communities of users doing data curation)

o

Mixed Human-Computer intelligence

o

Embedded data curation in current business processed. This is a challenge for
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adoption in existing processes


Schema mapping automation

Figure 12: Technology Roadmap for Overcoming the data silo culture

3.3.2.3

Open Government Data

Standard application case. Further to the enabling technologies described in the previous
sections, we see a great potential for open governmental data. Local and national governments
own data sets that are a potential gold mine in which the mining consists in applying innovative
analytical solutions. Examples of such analytical solutions are predictive policing solutions that
help police departments to focus police patrols on future hotspots predicted by the software
(Law Enforcement BAIR Analytics, 2013) (Tinholt, 2013).
Currently, there are tremendous efforts under way of making governmental available online. For
instance already in 2011, 28 countries were counted that established open data portals (Holme,
2011). Capgemini estimates that the aggregated direct and indirect economic impact from open
data applications across the EU27 economy is to be €140 billion annually (Tinholt, 2013).
However, there are significant issues with respect to the data quality, offered level of detail, its
freshness, coverage, and machine readability. As a consequence there are many map-based
visualization applications, but hardly any deep analytics solutions that are based on open
governmental data.
If governments would put an effort into providing selected data sets with better quality, coverage
and machine readability, as companies could provide deep analytics solution more easily and
thus contribute to an overall economic growth.
On the technological side this requires to provide the data in machine readable formats,
preferably following for instance the recommendations for open linked data (Wikipedia, Linked
Data, 2013). The corresponding technologies which include for instance the Resource
Description Framework (RDF) are already available. However further research and
development is required to provide preferably standardized architectures that support real-time
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streaming solutions and standardization for certain subdomains, such as crime, transportation
or environmental data.

Description:
Provide the free-flow of information from public organizations to citizens and businesses. This
raw data can be re-used in innovative processes combined with other multiple datasets from
different sources to provide new and innovative services to citizens.
Big data technologies are not required to publish raw open data, but they can be useful to
harmonize the processes of publishing open data and help in the process of updating
dynamically published open data and a single access point to publish available data.
Required Data Sources:
All PSI suitable to be published openly.
Required Functionalities:


Providing high quality 5 star linked open data (5 star open data)



Providing high quality data and anonymisation of data



Producing data in the proper format



Providing right metadata on open data published



Metadata browse and search functionalities



Accessibility framework for open data sets

Available Technologies:


Linked open data technologies for data publication and data cleansing




Algorithms that analyse the data, the output can be verified through a data curation
workflow: 3 types single users; group of users; community of users
Solutions that provide automate description of metadata



Components of bigger tool sets

Open R&D Questions:


Easy to use tools for data publication and data cleansing



Comprehensive and easy-to-use translators from all data formats (structured and
unstructured) to RDF formats.



New data curation approaches:
o

Crowd based curation (large communities of users doing data curation)

o

Mixed Human-Computer intelligence

o

Embedded data curation in current business processed. This is a challenge for
adoption in existing processes



Schema mapping automation



Generate Open Linked Data from structured data



Automatic ontology creation from unstructured data



Automatic tagging of unstructured data



Provision of specific tools (data set browsers)

© BIG consortium

Page 57 of 140

BIG 318062

Figure 13: Technology Roadmap for Open Government Data

3.3.2.4

Personalization of public services

Standard application case. Personalization of public services to adapt to citizen needs is
achieved through the segmentation and tailoring of public services to individuals, and by
increasing efficiency and citizen satisfaction. For example, providing a tailored service to
unemployed people in the employment agency providing personalised guidance and even a
training plan to adapt their skills to the current needs in the job market. This segmentation can
also be used for tax audits to target specific segments of taxpayers more prone to commit fraud
or with a professional activity more difficult to control. (McKinsey Global Institute, 2011)

Description:
Analysis of historical data of cases from public services to develop a segmentation to tailor the
offering and improve or replace ineffective programs, increasing efficiency and citizen
satisfaction.
Required Data Sources:
Historical data from services provided including the outcomes from such services.
Required Functionalities:


Access to public administration data from different data silos



Different data acquisition and data integration approaches depending on specificities of
each data set or functional domain are required:



o

Data extraction (depending on the type of data format/structure)

o

Data aggregation (depending on the basic structure of the data collected)

Mining data

© BIG consortium

Page 58 of 140

BIG 318062



Machine readable service descriptions



User modelling

Available Technologies:


Data extraction and ETL (Extract, Transform , Load) tools



Data communication



Data aggregation



Machine learning



Linked services



Linked USDL



User modelling



Adaptive learning

Open R&D Questions:


Adapting services to specific end-user tasks



Dynamic orchestration of services in multi-server and multi-cloud contexts



Comprehensive linked data models for services



Automatic semantic annotation of services at scale



Development of fine grained feedback from users

Figure 14: Technology Roadmap for Personalization of public services
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3.3.2.5

Crime detection and prevention

Security application case. Through the analysis of behaviour patterns from internet content,
CCTV surveillance cameras and connecting with available information by police and criminal
records, accurate forecasts can be provided about crimes that are likely to happen. This case
requires advanced image recognition and matching, as well as the capability to recognise
behaviours to automate the recognition of suspicious activities, which can’t be afforded only with
human resources.

Description:
Computational Criminology for crime detection and prevention:


Analysis of real-time video / Fast search and retrieval in video libraries



Visual intelligence in machines



Text analysis (structured and unstructured) to support decision making in real time on dataintensive environments

Required Data Sources:


Text and image content from internet (RSS, media, social networks)



Video from surveillance cameras, internet content and video libraries



Police file records



Criminal records

Required Functionalities:


Video: decision if storage of raw data is required for real-time processing, and the
framework to use for further analysis



For Video and Image: the framework has to be scaled properly to support the volume of
data processed



Text: Some heavy requirements in pre-processing during acquisition, text analysis



Verification and improving the quality of results from image recognition. Better image
recognition algorithms, less human data curation required.



Storage: for how long is stored the video data (before extracting the data and after
extracting the data (problem of storing the metadata)



Access to the information extracted (metadata). Different query languages for the same
types of databases not standardized or different standards in use for different data models.



At group level, visualization of predictions of geographical data



Off-line case: Connect heterogeneous data sources

Available Technologies:


Web mining



Text pre-processing techniques



Video and image acquisition techniques



Information extraction



Machine learning
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Image and video analysis



Algorithms that analyse the data, the output can be verified through a data curation
workflow: 3 types single users; group of users; community of users



Good support for each required data model



Graph data bases have scalability limitations and restrictions on building queries



Identification of behaviour / actions



Understanding the meaning and / or the purpose of the actions observed or described

Open R&D Questions:


Video: Real time video and image analytics



Scaling issues for image and text processing in real time



New data curation approaches:
o

Crowd based curation (large communities of users doing data curation)

o

Mixed Human-Computer intelligence

o

Embedded data curation in current business processed. This is a challenge for
adoption in existing processes



Retention policies: Tools to help on the optimization decision support to store more
information and less data



Improvement of technologies: Identification of behaviour / actions; Understanding the
meaning and / or the purpose of the actions observed or described

Figure 15: Technology Roadmap for Crime detection and prevention
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3.3.2.6

Security threat detection

Security application case. According to IBM, threat prediction and prevention challenges today
are becoming increasingly complex and require a new approach to the management of
information. The growing variety, velocity and volumes of data will increasingly require agencies
to anticipate and pre-empt emerging trends in threatening activity if they are to maintain, let
alone increase acceptable levels of response. To more effectively predict and prevent threats,
government organizations must be capable of managing numerous data types and use
advanced, real-time analytics designed to transform data into insights. (IBM Big Data for
Government)
The sources for such information are several, some are produced internally, like machine data
traffic, and others are external like media and internet content.
Traditional security technologies lack the sophisticated capabilities and visibility required to
detect and protect against such attacks. At best, they solve a single facet of the problem. Smart
cyber criminals can skirt those defences and blend into the background noise of an
organization’s operations. They’re skilled and patient enough to perform stealthy
reconnaissance of an organization’s network over months or years, eventually seizing the right
opportunity to steal sensitive information assets – intellectual property, credit card numbers,
customer databases – commit fraud, or otherwise damage the enterprise. (IBM Security
Intelligence with Big Data)

Description:
Threat detection for application in homeland security, crime prevention, national intelligence
and cyber security of critical infrastructures from pattern recognition on selected data sources.
Required Data Sources:


Reports from network vulnerabilities analysis



Machine data traffic (systems and network log files)



Media content



Social networks data



Web content (blogs, news, RSS feeds)

Required Functionalities:


Data acquisition from social networks, web content (blogs, news, RSS feeds) with a list of
sites to monitor that could be updated (feedback from data analysis processes)



Adaptability to several types of sources (different social networks, forums, blogs)



Integration of data from multiple sources



Extraction from text and media



Data quality and categorisation of information from social networks



Different type of analysis require storing information based on different data models



Integration of information from many datasets (volume and velocity are an issue).



Getting data sources



Aligning data sources



Alarm triggers
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Real time and off-line processing and analysis

Available Technologies:


Web mining



Text pre-processing techniques



Video and image acquisition techniques



Log data acquisition



Ensure scalability due to potentially high volume



Information extraction



Machine learning



Linked data reasoning



Algorithms that analyse the data, the output can be verified through a data curation
workflow: 3 types single users; group of users; community of users



Good support for each required data model. Graph data bases have restrictions on building
queries.



Analysing video and text sentiment



Visualizing and exploring data

Open R&D Questions:


Video: Real time video and image analytics



Scaling issues for image and text processing in real time



Data modelling for aggregation



New data curation approaches:
o

Crowd based curation (large communities of users doing data curation)

o

Mixed Human-Computer intelligence

o

Embedded data curation in current business processed. This is a challenge for
adoption in existing processes



Integration issues to access different types of databases, as there is no standardization of
query languages. No integration across different types of data.



Retention policies: Tools to help on the optimization decision support to store more
information and less data
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Figure 16: Technology Roadmap for Security threat detection

3.3.2.7

Management of emergencies and disasters

Security application case. According to an article published at UN OCHA website, access to
near real-time information can help humanitarian organizations provide more targeted
assistance and become more responsive to needs as they evolve. It could even help the
humanitarian community pre-empt crises, or respond to them more quickly. For example, a
2012 study demonstrated that real-time monitoring of Twitter messages in Haiti could have
predicted the 2010 cholera outbreak two weeks earlier than it was eventually detected. (Big
data and humanitarianism: 5 things you need to know)

Description:
Situational awareness of disasters and emergency scenarios
Analysis of heterogeneous data from diverse sources, including real time data and image
processing
Required Data Sources:


Environment sensors



Radars



Satellite images



Social networks



Smartphones provided data



GPS / GIS data

Required Functionalities:
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Acquisition of data from Sensors, social networks, satellite, radars in real time



Integration of data from multiple sources



Analysis of real time data



Image and video analysis



Verification and improving the quality of results from image recognition. Better image
recognition algorithms, less human data curation required.



Sophisticated analysis to prepare the information for quick analysis and simulate the
evolution of the emergency (e.g. flood , fires, gas cloud)



Supporting communication between different organizations attending the emergency



Computational understanding (classification of the information with respect to the current
situation)

Available Technologies:


Sensor, satellite and radars data acquisition techniques



Linked data technology



Image analysis



Stream data reasoning



Algorithms that analyse the data, the output can be verified through a data curation
workflow: 3 types single users; group of users; community of users



Good support for each required data model. Graph data bases have restrictions on building
queries.



Image processing



Speech recognition



Text and speech analysis



Domain specific modelling and simulation tools

Open R&D Questions:


New sensors and devices are increasing their computational power, so acquisition and preprocessing might be done at the device side. Acquisition techniques would need to evolve
to support this



New data curation approaches:
o

Crowd based curation (large communities of users doing data curation)

o

Mixed Human-Computer intelligence

o

Embedded data curation in current business processed. This is a challenge for
adoption in existing processes



Quick answer for real time curation (constraints on response time)



Integration issues to access different types of databases, as there is no standardization of
query languages. No integration across different types of data.



Raising the quality of data processing for image, text and speech



Better situational models



Better simulation models
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Situation room technologies support

Figure 17: Technology Roadmap for Management of emergencies and disasters

3.4. Consolidated Technical Roadmap for the Sector
3.4.1 Consolidated Technology Perspective
The technology perspective has been split into standard applications and security applications,
as they have quite different needs and requirements and it is worthwhile to consider both
perspectives.
Standard applications are mainly based on analytics of structured and unstructured text data,
while security applications additionally rely on the processing of heterogeneous types of data
sources (text, image, video, speech and sensor data) and quite often the analysis must be
performed in real-time.
The following graphs are based on the technology roadmaps from the previous scenarios where
the most significant technologies have been selected.
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Figure 18: Overview over relevant technologies in the sector for standard applications

Figure 19: Overview over relevant technologies in the sector for security applications
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3.4.2 Use-Case Perspective: The Roadmap
The roadmap has been spitted also in standard applications, and security applications following
the generic distinction that has been done in this report.
These are the first versions of the roadmap that will be shared with stakeholders to complete a
timeline plan for the development of big data technologies in the public sector.
In the standard applications there is more demand for development of data analysis and data
usage technologies for the extraction of information in the analysis phase, and the usage with
appropriate tools that provide the most accurate view over the analysed data.
In the security applications the demand is more focused in the data usage technologies and
many of them based in the computational understanding of the data analysed. The required
technologies for curation and storage are quite similar in both applications.

Figure 20: Technology Roadmap in the sector for standard applications
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Figure 21: Technology Roadmap in the sector for security applications

3.5. Conclusion and Next Steps
In each of the components of the big data value chain there are many different functional
applications with different technologies so, besides the current state of the art of each
technology, and the existing products or applications that implement such technologies, and the
open research questions, what must be set is the future use of these technologies (existing or
under development) according to the needs of the sector and the profit that can be derived from
their application. It is clear that the use cases arise from the needs of the organizations, but also
from the opportunities that each new technology offers, and that meeting point is the goal of this
process of development of the roadmap for the public sector.
The issue in the public sector, to arrive to such conclusions, is that it is a quite segmented
sector with different levels (national, regional, local), with some autonomous organizations
(agencies, public companies) and with different organizational approaches and even different
information cultures from country to country (e.g. the national ID issue in UK and other
countries; or the electronic invoice implementation -requiring a Qualified Electronic Signature in
the Mediterranean countries vs. the open approach in central and north Europe countries-). This
means that the requirements may not be the same in different public administrations with similar
characteristics but form different domains.
This preliminary version of the roadmap must be shared and checked with as many as possible
public sector and big data IT industry stakeholders to produce a consolidated roadmap for the
sector, considering the above characteristics of the sector, and taking into account the needs,
strategic plans and priorities of each actor.
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3.6. Abbreviations and acronyms
CCTV

Closed-Circuit TV

ETL tools

Extract, Transform, Load tools

GIS

Geographic Information System

GPS

Global Positioning System

HFT

High-Frequency Trading

LD

Linked Data

LOD

Linked Open Data

PSI

Public Sector Information

RSS

Really Simple Syndication

SN

Social Network

UN OCHA

United Nations Office for the Coordination of Humanitarian Affairs
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4.

Telco, Media, and Entertainment

4.1. Introduction
One of the main challenges within the telecom sector as far as Big Data technologies are
concerned is related to the fact that, in spite of being a highly technological sector who has
been collecting data for years already, there is still some strong inertia among decision makers
to think in traditional DWH parameters, relational databases and practices. Besides, the telecom
sector not only involves huge amounts of data but also complex data coming from the network,
which is its main distinctive element, and also data generated from various sources - social
networks, consumer behaviour, mobility and mobile/wireless communications; even sensor
driven networks in machine-to-machine or device-to-device applications. Data scientists who
are familiar with data, machine learning (horizontal Big Data features) and at the same time are
aware of the sector needs and specificity is also a problem for the generalised uptake of Big
Data in telecom.
In line with historical practices in telecom, where proprietary platforms and solutions have
always been preferred to open source ones), there are a number of emerging Big Data telecomspecific Big Data commercial platforms available in the market. These tools are mostly based
on hadoop and STORM technologies. They are rather new in the market and only some of them
have been showcased or have on-going implementation projects. The technical information that
can be found is not massive for the moment but it can be observed that they cover Big Data
areas only partially. This implies that a telecom player adopting Big Data will require several of
these or other generic platforms (e.g. a social media Big Data platform) integrated together.
Large organisations in the media industry have in general been enthusiastic proponents of Big
Data technologies, as they already produce and consume massive amounts of data. However,
that does not mean there is no room for doing more, and for doing it more cost-effectively. Big
Data can also be an enabler for start-ups and small-medium enterprises to enter and grow in
the marketplace, as traditional barriers to entry such as data storage costs come down
dramatically. The average cost of a gigabyte of storage has dropped from $11,200 only 23
years ago to $0.05 in 2013.
Digital media data has been created for decades but the potential complexity and size are
unprecedented. There is a rapidly-maturing ecosystem of innovative technologies driving new
media products and services, including both proprietary solutions and open source projects
such as Facebook Scribe. That said, the media sector, like others, also has to deal with day-today issues such as legacy technology, a reduced cost base and global economic uncertainty.
The Big Data technology roadmap will help the industry see the value of adoption in order to
compete in a fast-changing world.
This section is divided three main subsections. In the first one, we analyse enabling and valuecreating technologies that are expected to be beneficial for Big Data adoption in the sector. This
is the result of interviews and joint work with technical working groups for different domains in
the BIG project (data acquisition, analysis, etc.) and also interviews to some of the creators of
the existing Big Data platforms which are specific to the telecom sector. In the second one,
some use cases for telco and media are analysed in order to understand the challenges for
operators adopting Big Data. Finally, several non-technical aspects that need to be tackled
before Big Data is fully adopted are considered, such as strategy and policy issues.
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4.2. Enabling Technologies
4.2.1 Compressing and storage
AS-IS Situation:


The storage of data is already costly
for a telco. Storing even more data is
perceived as an additional cost.



The adoption of a cloud solution
introduces additional interoperability
and vendor lock-in risks.



Cloud interoperation and federation
technologies are relatively immature
but are important for Big Data
adoption.



Cloud technologies are available but
have not been widely adopted

TO-BE Situation:


Storage cost to be reduced
dramatically thanks to advanced
compression techniques and/or cloud
interoperability to avoid vendor lock-in.

 New entrants to the market will force
competition on technology functionality
and price

Required Functionalities:


Gather and use huge amounts of data coming from different sources and in different
formats in order to have a wider insight of the customer (including his habits, needs,
likes and dislikes) and also the network.



Reduce storage space (thanks to compression or enhancement of data compression
techniques).



Integrate and store data across multiple platforms

Available Technologies:


Cloud.



Early data curation

Open R&D Questions:


Compressing techniques that dramatically reduce storage requirements.



Openness and interoperability across platforms (both cloud platforms and Big Data
platforms) are essential.



A solution for reducing data compression cost is to apply data duration in order to
understand what parts of the data are important. This is related to the business
workflow and not to any specific tool (please refer to 4.2.4.)

4.2.2 Open Network Data
AS-IS Situation:


Mobile and fixed network data
platforms are based on proprietary
technology only dealing with data from
one vendor, when operators have
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AS-IS Situation:

TO-BE Situation:

heterogeneous network nodes. One of
the challenges for Big Data adoption in
the telecom sector when the network is
involved is the problem of vendor lock
in. Legacy network infrastructure has
been based on proprietary solutions
that require great integration efforts. .
Besides, one operator can rely on
different
vendors
for
different
technologies (wireless/wireline) or
even segments (prepaid/postpaid).


network nodes, air interfaces, etc.


Using predictive algorithms based on
traffic patterns in order to automatically
and pro-actively anticipate network
interventions

Network reconfiguration is a manual
process based on static data. This is
usually a reactive process that takes
time. Different traffic monitoring tools
capture network traffic in different
formats (i.e. structural data), other
operation/procedures produce simple
text-based, totally unstructured log
files or geospatial data which is difficult
to be correlated by a human.
Commercial solutions exist –e.g.
(Cisco), (Ericsson)– but they do not
cover
cross-network
domains,
providing only a partial overview of the
situation.

Required Functionalities:


Possibility to automatically produce network reconfigurations based on traffic patterns
including several network domains and vendors.



Predictive analytics over extremely large volumes of data.

Available Technologies:


Network Function Virtualisation (NFV): NFV refers to the virtualization of network
functions carried out by specialized hardware devices and their migration as softwarebased appliances, which are deployed on top of commodity IT (including Cloud)
infrastructures. The main advantage of NFV as far as Big Data is concerned, is the
consolidation of hardware resources, avoiding vendor lock-in thanks to virtualisation.
While state-of-the-art IaaS cloud management platforms have proved very effective in
deploying Virtual Machines (VMs) for hosting user applications, the automated
deployment of virtualised network appliances instead is a much more challenging task,
since it implies joint management of IT and networking resources within the same
infrastructure, in order to couple the existing network connectivity services with the
deployed network functions.



Software-defined networks with open APIs: With software-defined networks (SDN), core
functionality is implemented in a rich and extensible software layer on top of commodity,
or near-commodity hardware also separating user and control planes. Essentially, the
switch or router contains off-the-shelf server hardware, running a real-time optimized
operating system -- often Linux-based -- that will offer more ports and power supplies
than a regular server. SDN also means open APIs for third-party development, which in
turn will result in easily integrated network systems, which are important for Big Data
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AS-IS Situation:

TO-BE Situation:

adoption.

Open R&D Questions:

Big Data technologies in the domain of NFV and SDN.

4.2.3 Stream data processing
AS-IS Situation:

TO-BE Situation:



Real time technology is required for
prepaid, for anticipating network
failures, etc.



Big Data tools can cope with huge
amounts of data and process them in
real time



However, the complexity, diversity and
volume of data sets involved (legacy
systems, social media, CDRs, etc.)
becomes quickly challenge for telcos
adopting Big Data.



The increase of data volume does not
affect the performance of adopted Big
Data tools





Better solutions to handle high
throughput data

Setting up a large-scale, real-time data
processing (especially unstructured
social media data) project is still too
complex and expensive



More efficient automation and scaling
of routine data cleansing activities



Data clean-up is done haphazardly or
not at all

Required Functionalities:


High performance in stream data processing.



Seamless connections between databases and data analysis tools



Summary indexing to accelerate data querying

Available Technologies:


Most available tools (please refer to section 4.2.7) are based on Hadoop and STORM
technologies



GPU (graphics processing units) - GPUs can be thought of as stream processors –
processors that can operate in parallel by running one function on many records in a
stream at once. A stream is simply a set of records that require similar computation.
Streams provide data parallelism



ETL tools to Extract, Transform and Load data in data warehouses

Open R&D Questions:
The Apache HBase1 project aims to provide real time access to big data.
The Scribe Log Server is a server for the aggregation of streamed log data in real time. It was
developed by Facebook and published as open source in 2008 (SCRIBE)
1 http://hbase.apache.org/
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Storm, also an Apache project since September 2019, is an open-source framework for robust
distributed real-time computation on streams of data (STORM, 2012).
Big Data platforms to incorporate GPU cards into their hardware.

4.2.4 Data quality
AS-IS Situation:


TO-BE Situation:

Call Centres agents and sales points
assess data manually, which leads to
data inconsistency problems, often
related to emails, billing addresses,
etc.



This data is spread to different
systems within the organisation and
later corrections are very costly.



Data curation is not only about the
preservation of the information, but
also improving accessibility and
improving data quality. There are
several dimensions to data quality
(trustworthiness, integrity, accuracy,
etc.)





Data is now being held in such huge
volumes that any human review is
beyond the capability of all but the
largest organisations (e.g. large
integrated national broadcasters)
Fragmented market for
translation technologies



Improvement of data quality algorithms
including many data sources and
formats.



Automatization of the data quality
assessment process without human
intervention. E.g. Data is compared
automatically with already contrasted
data looking for mismatches.



Productisation of semantic applications
that have been developed by
researchers



Data classifiers and ‘switchboards’ to
break down messy data sets and send
information to the next step in the
process (e.g. identifying customer
opinions on a review site about a
product and routing it to the relevant
business department)



Collaborative data management
solutions to support human-centred
curation

machine

Required Functionalities:
Concerning data quality, the trend is to include curation actions in business processes. This
means applying data curation at data entry or updating and correcting the information at early
stages of the process, before data has spread to multiple systems and it is too late. There is
currently no standalone tool for this. One solution is to involve more humans together so that
the information is contrasted and corrected (collaborative data management). This is more
related to a process than to specific technical tools. Ideally, the process should be automatised
as much as possible.
Available Technologies:


Data quality algorithms



Crowd data sources for collaborative assessment of the data



Early data curation in front-end tools



Natural language processing (including accents)



Exploration environments to identify value in new datasets

Open R&D Questions:
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Improve data quality algorithms



Use crowd data source tasks (collaborative)



Embedding data curation techniques within sector specific tools (e.g. CRM)



Computational linguistics for business decision support

4.2.5 Unified information model to include social media data
AS-IS Situation:

TO-BE Situation:

The SID reference framework (eTOM) is a
very useful tool to classify the information, i.e.
the data, involved in telecom business
process flows.

A unified information system exists including
data from both the telco player and the
customer. Once this information model
available, it should be incorporated in the SID
reference model and taken into account in Big
However, the data reference model does not
Data telecom specific solutions for all data
yet contemplate the inclusion of social media
(social and non-social) to be integrated
data. Since the SID model can be extended,
together (including all social media platforms).
this would not be an issue.
Besides, most existing analytic platforms for
social
media
provide
disaggregated
information for every singular social media
platform.
Required Functionalities:


The social media information can be included as a new ABE for those domains which
customers have visibility of (Market, Product, Customer, Service) or as new attributes of
existing Aggregated Business Entities where suitable (e.g. Product, Marketing
Campaign, Customer, etc.). The SID model is extensible and is ready to admit this.

Available Technologies:


Social media analysis tools. Extensive list in (Wikipedia)

Open R&D Questions:


A discussion has been opened by the telecom sector of the BIG project in the TM
Forum’s Data Analytics/Big Data Management community (eTOM). According to the TM
Forum members, the extension of SID to adapt it for Big Data information is always
aspired to, but not on the roadmap yet. Several operators have expressed their interest
in exploring SID Big Data contributions. This implies the collaboration of a social expert,
able to define and classify the vast amount of information that can be retrieved from the
web including both the telco player and the customer.



There are several ABEs (e.g. Community in the Supplier/Partner domain), which should
probably made common to other domains. ABEs that employ dynamic attributes could
be used to create Social Media information. Other enhancements could contemplate
personas and their profiles, relationships among profiles and a more extensive
interaction management model.



Analytic tools in the telecom sector should contemplate the inclusion of social media
data according to the SID model once it has incorporated a reference for this.
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Figure 22: Generic telecom Big Data solution implementation based on SID

4.2.6 User friendliness and humanisation of Big Data tools
AS-IS Situation:

TO-BE Situation:



Proliferation of generic complex
horizontal Big Data tools to solve
isolated technical challenges.



Business concentrate about strategy
(not technology) thanks to tools that
hide the underlying complexity.



These tools are not clearly correlated
to specific sector needs and are
usually focused for Big Data expert
users.



Mature solutions with support
packages are offered by vendors





Tools have better-designed interfaces
to enable their wide adoption

Multiple tools apparently do the same





Solutions may be provided as part of
freely-accessible open source projects,
however, this means they may not be
optimally
designed
for
custom
implementation, and usage by nontechnical staff

Products for the general public built on
Big Data are designed with user needs
in mind

Required Functionalities:


User friendly tools, understandable and humanised in order to help make the right
decisions. Blended data from different sources are presented in intuitive dashboards.

Available Technologies:


This aspect will be further analysed in the next version of the deliverable.

Open R&D Questions:


Big Data visual tools to be intuitive, incorporating data from different sources and
providing comprehensive information for high level users and for developers.



Simplification of configuration of tools to enable them to be deployed more rapidly
across the enterprise
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4.2.7 Emerging Big Data platforms specific for the telecom sector
There are a number of emerging Big Data solutions available in the market which are specific
for the telecom sector. They are based on general purpose technology (e.g. Hadoop, Storm.)
The platforms and tools introduced in this section are rather new in the market and only some of
them have been showcased or have on-going implementations. The technical information that
can be found is not massive for the moment but it can be observed that they cover Big Data
areas only partially. This implies that a telecom player adopting Big Data will require several of
these or other generic platforms (e.g. a social media Big Data platform) integrated together.
The following table gathers an overview of the platforms analysed:
Country
Oceanstor n9000
(Huawei, 2013)
BigStreamer™(Intra
com)

China
Greece

Data
acquisition
No

Data
analysis
Yes

Data
Storage
Yes

Data
curation
Yes

Data
Usage
No

Yes,
including API
for social
media
Yes with HPIUM, except
media
Yes, except
media

Yes,
eTOM
compatibl
e
Yes

No

No

No

Yes

No

No

Yes

No

No

Yes

No

No

Yes, using
connectors
to billing
system
Yes

Yes
Yes

No
No

No
No

Yes
Yes

Yes

No

No

Yes

not found

not found

Yes, only
for mobile
marketing
campaigns
Yes

No

Yes

No

Yes

HP Vertica + HPIUM (HP)

USA

Exacaster +
CDRator
(Exacaster, 2013)

Lithuania

Intersec (Intersec)

France

Neustar (Neustar)
Actian (Actian)

USA
Canada

mADmart (Flytxt)

India

cVidya Insight
(Cvydia)
Volubill (Volubill,
2013)

India

Yes, except
media
No
Yes, except
media
Yes, only
from the
mobile
device
Yes

UK

No

Yes

InfiniteInsight
(KXEN)
Polystar(Polystar)

USA

No

Yes

No, based
on
traditional
data
storage
No

Sweden

Yes, only
network data
Yes

Yes

No

No

Yes

Yes

Yes

No

Yes

IBM Network
Analytics
Accelerator (IBM)

USA

The requirement here would be to have a myriad of available mature platforms that are
compatible with one another so that telco players have a greater choice for a complete Big Data
strategy. These platforms should be easily interoperable and integrable with legacy BSS&OSS
systems.
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4.3. Technical roadmap
The summary of previous points has been represented in the following diagram, in which the Y
axis represents technologies (the more at the top, the less essential) and the X axis represents
the timeline.

Figure 23: Technology roadmap for Telecom & Media

4.4. Value-creating Technologies
4.4.1 Data discovery
AS-IS Situation:


Value of existing data streams not
always understood



Lack of awareness of new data sets
that could potentially be of value



Data volumes too large for
conventional keyword search
applications to return meaningful
results



Data spread across multiple systems,
sources

TO-BE Situation:


Data scrapers and crawlers that are
easy to configure and use by nonspecialists



Advanced search and querying tools



Federated information retrieval
systems

Required Functionalities:
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AS-IS Situation:

TO-BE Situation:



More powerful search and querying capabilities



Cloud-based processing

Available Technologies:


Flexible search engine solutions such as Lucene



NoSQL family of databases for unstructured data manipulation

Open R&D Questions:


Development of search systems into fully-fledged Big Data discovery solutions

4.4.2 Personalization
AS-IS Situation:


Telecom & Media companies want to
use data to target products and
advertising at desired audiences



Large amounts of data have to be
processed before anything meaningful
can be derived

TO-BE Situation:


Algorithms to take account of multiple
signals



Customers can control the data that is
stored about them

Required Functionalities:


Behavioural analytics



Flexible cloud-based processing



Data management platforms



Algorithm management tools for non-technical users

Available Technologies:


Targeted advertising systems



Real-time bidding

Open R&D Questions:


Privacy and data protection considerations



Audience and behavioural modelling

© BIG consortium

Page 81 of 140

BIG 318062

4.4.3 Analytics
AS-IS Situation:


Business Intelligence is a wellestablished field but the dimensions of
Big Data are a new paradigm



Analytics for the web (and especially
social media) is still a young industry



Numeric analytics relatively more
mature than analytics for unstructured
data

TO-BE Situation:


Real-time or near real-time analytics
over enormous data sources



Customisable tools for disparate,
unstructured public data



Text analysis technology widely
available without significant investment
in integration and storage



Unified reporting across platforms and
devices

Required Functionalities:


Automation of routine reporting



Tools to derive actionable insight from data



On-demand processing

Available Technologies:


Many solutions for capturing analytics



Data dashboards for analysts and senior managers

Open R&D Questions:


Moving from descriptive analytics (“what happened”) to prescriptive analytics (“how can
we make it happen?”

4.4.4 Semantic processing
AS-IS Situation:


Huge volumes of content being
created by media companies and web
users



Too much information for people to
abreast of breaking news and
developments
Semantic databases require
considerable investment



TO-BE Situation:


Accurate automatic classification of
content in real-time



Frameworks to gather and push data
intelligently



Ability to monitor greater variety and
volume of data



Cloud-based semantic tools

Required Functionalities:


Text analytics



Classifiers



Inference engines
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Data curation tools to support complex workflows

Available Technologies:


Semantic databases



Data visualisation tools

Open R&D Questions:


Quality of text annotation solutions



Hybrid databases for semantic and tabular data

4.5. Technical roadmap for Value-Creating Technologies

Figure 24: Roadmap for value-creating technologies

4.6. Available Data Sources
Available data sources within the telecom sector were already tackled in section 4.2.1.3 of
(Zillner et al., 2013).
Further analysis of some of the use cases provided in that report helps us understand the data
landscape and the challenges an operator would meet at implementation time.

4.6.1 Selected Business Scenarios
This section intends to analyse the implementation of some of the use cases provided in (Zillner
et al., 2013) in the aim of identifying the main challenges and concrete Big Data domains an
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operator should meet in order to take the scenario down to ground. For each of these scenarios,
we will identify the main relevant aspects:





Variability: The type of data involved, the source that provides the data and their format
Velocity: If the data is required on a real-time basis or not
The volume of data expected and
Its variability overtime (timeframe of validity).

Each use case has been analysed using the SID reference model (including social media data
as explained in section 4.2.4).
We have tried to imagine the implementation of these use cases based on a generic Big Data
platform dedicated to the telecom sector. It is generic in the sense that it is not inspired in any
commercially available product. The telecom operator would have one platform that allows
massive data storage, peta-byte data analytics, complex parallel computations, large-scale
machine learning, big data map reduce processing, etc. all in one multi-tenant set-up that would
imply massive reductions in architecture costs together with faster time-to-market, better data
intelligence, etc. Telecom applications that are redesigned around this new paradigm, can all
use one shared back-office architecture. Having data centralized into one large Big Data cluster
instead of tens or hundreds of silos application-specific databases, will enable unseen data
analytics possibilities and bring efficiencies. The analysis of the use cases is done taking into
account the inputs provided by (Dominque et al., 2013) and it intends to complement the study
towards the technical roadmap for the telecom sector.
Although all use cases have been analysed, only two of them –the most complete ones– are
reported in this deliverable in order to compact the results.

4.6.1.1

A call to a telco Customer Care centre

Description:
This scenario represents a future daily situation in which big data technology can bring telecom
operators and customers together. The most interesting side of this use case is how far this is
from reality today in the Customer Care domain. (For a full description of this use case please
refer to (Zillner et al., 2013))
Required Data Sources:
This use case implies information concerning resource trouble, service trouble and service
usage or even information shared with other operators (supplier/partner interaction). A user
might get “Emergency Calls Only” in several situations. The HLR –in case of UMTS, e.g.–
could have a misconfiguration problem. In this case, the information would be retrieved by the
HLR itself. Another possibility is that the user has no service available because the he has lost
coverage and is camping in another operator’s signal area. Here, collaboration with other
operators would be required. The amount of information to be exchanged with another operator
depends on their business relationship, if the MNO is virtual or not, if it has a wide area of
coverage, etc.
In any case, whenever an on-going service is dropped, the serving network element produces
a CDR. The element to produce such a record depends on the technology and the service
used (MSC for example in the case of GSM). In postpaid, a CDR is valid for a whole billing
period (e.g. a month). In prepaid, this is more critical since it has an immediate billing impact.
A chat disconnected session, e.g., produces a CDR with a call termination reason. The
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uploading/downloading interruption also produces CDRs with incomplete achievement. CDRs
are normally produced at different network nodes, depending on the technology and the
service used. These nodes could be GGSN, SGSN (in case of GPRS/UMTS or S-GW in case
of LTE. For operators providing several of these technologies, integration with all CDRproduction nodes is required.
The CDRs need not be gathered directly from the network nodes. There is usually a mediation
platform or billing gateway to steer these records to IT departments. However, it would be
interesting to analyse which of this information produced in the network is not currently being
gathered.
The payments had already been sent to the business partner (P/S bill), so a bill is on its way.
In this case, the bill is produced by the business partner, but depending on the business
scenario, the bill could have been produced by the telecom operator for later conciliation with
the former. If the bill produced by the supplier is directly sent to the end-customer, but the
operator might still be aware of this.
Customer, customer statistic, customer bill collection, applied customer billing rate and
customer interaction ABEs are also involved in this use case (recording voice, recording text,
registering applications downloaded by this customer). For example, billing and historical
information can be retrieved from BSS information systems. Customer seniority, subscribed
products, payment behaviour and historical interactions are usually available in SQL
databases, bill repository and CRM records.
Concerning resource trouble, operators usually use a network management system. Whether
this information is available at the CRM or not (it could in another department, such as a
technical department) is a choice the operator should make. It is not usual that CRM staff have
the skills to understand network-related information but the network, being the main asset of
the operator, it could probably be interesting at least to have some of this high-level information
available in order for the agents to be aware of network anomalies. Excellence in customer
care is something customers value.
For activating new billing items, product offering, customer order, service configuration
are involved. Available products matching this customer profile can be browsed by the agent
but the system can assist and suggest the most convenient ones according to the past billing
and usage information. The product selection would launch a customer order and the involved
service would need to be configured (i.e. including the favourite numbers in the system). In
case the product is to be applied retrospectively, there would be a set of rated unbilled CDRs
that would need immediate re-rating (or reimbursement to be calculated over this
consumption).
This use case implementation is represented in the following picture.
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Figure 25: “A call to a telco Customer Care centre” use case implementation
Required Functionalities:
Customer Care is able to access varied information from different sources in a reasonable
time. These sources combine existing legacy systems and Big Data-enabled platforms. The
challenge is to retrieve this information quickly so that the suitable next decision and action can
be made and take place immediately. Besides, the information concerning the customer needs
to be stored for different periods depending on the legislation (e.g. several months).
Moreover, when the network is involved vendor lock in and proprietary protocols might be a
problem. Legacy network infrastructure has been based on proprietary solutions that require
great integration efforts. Besides, one operator can rely on different vendors for different
technologies (wireless/wireline) or even segments (prepaid/postpaid).
Table 1: Big Data requirements for A Call to a telco Customer Care use case
Variety
Market
Product
Low
Customer Text, audio
Service
Different
technologies
Resource Different
technologies
Supplier
Different
technologies

Velocity

Volume

Variability

Real time
Near real time
Real time

Low
Very high
Very high

Real time

Very high (550 Minutes to hours
GB per day)
Low to Medium
In
prepaid,
seconds.
For
postpaid, a billing
period (e.g. a
month)

Near real time

Low
Low (months)
Minutes to hours

Available Technologies:
Technologies such as NoSQL, characterized by its non-adherence to the RDBMS model, and
MapReduce, a programming model tailored for processing large-scale distributed data sets can
be used in a wide variety of telecom applications. These technologies have the flexibility to
handle big data and support central management of network resources to reduce opex and
enable greater productivity. The highest level of business continuity can be achieved through
solutions that support better scalability, performance and availability regardless of the under© BIG consortium
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lying hardware.
The information acquired by the operator needs to be catalogued and classified, so the
introduction of meta-data is required for later processing. The information is not retrieved
directly from the nodes but taken from there to a big data platform for storage and later usage.
Storage typically requires cloud technology in order to decrease cost. Security and vendor lockin are cloud most important challenges.
The fact that an internet connection fails for a customer, this could happen for example
because the APN is down, or because the GGSN/SSGN are down in case of UMTS. In case of
LTE, it would be the PDG, the SGW, etc. This involves that if a Big Data solution is in place for
a certain technology, it should be easily migrated as technology evolves. When LTE is
deployed, the Big Data solution should easily adapt to the new network elements. Otherwise, it
is not worth to make the investment.
The requirement for Big Data as far as customer interaction is concerned is how to analyse and
store pieces of information in such different formats (text for the complaint and audio for the
recording) for later usage. Moreover, the operator can keep track of the installed applications if
they are reachable from a central marketplace or app store provided by the MNO. This
information can be retrieved from the app store platform or from billing systems, if this kind of
information is to be shown on the bill. Since this could not be the case for all apps (some are
free and the customer can see this information online through the operator’s portal probably),
the most likely scenario is that this information is located at the app platform. Depending on the
technology of this platform, the information would be stored on a SQL dB, for example, or on a
log text file. It could be interesting to have some Bid Data dB technology depending on the
nature of the information to be stored.
Another challenge is related to the fragmentation existing in the telecom market. Networks,
devices, operating systems are diverse but they all count. The information to be taken into
account comes from very different sources of different nature.
There are tools -such as Splunk, (Splunk)- that allow the collection and indexation of any
machine-generated data from virtually any source, format or location in real time. This includes
data streaming from packaged and custom applications, app servers, web servers, databases,
networks, virtual machines, service delivery platforms, social media, structured databases,
operating systems, sensors and much more. When the data is produced in the user equipment,
the information needs to be sent to the operator with the consent of the end user. Besides, the
number of different customers, mobile OS and applications can complicate this. Finally, privacy
issues could occur when it comes to data on the user equipment that would require explicit
consent from the owner.
Open R&D Questions:

Please refer to section 4.2

4.6.1.2

Telecom customer journey

Description:
This scenario tries to go through the customer journey in order to understand what data is
exposed and how does the customer experience the relationship of service and trust with the
telecom operator. (For a full description of this use case please refer to (Zillner et al., 2013))
Required Data Sources:
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This scenario involves the combination of customer, customer billing collection,
supplier/partner interaction and resource performance or resource usage information.
When the customer purchases the product, and once payment has been done (customer billing
collection), the operator must query logistics in order to predict delivery time. This might involve
hardware suppliers, for example. This information can be sent directly to the customer along
with the information concerning the nearest point of sales to the user’s current location. For
this, the operator must also be aware of the customer’s location and the collection of devices
this customer uses. The devices purchased directly to the operator are known but this
customer might have acquired additional devices by different means. The complete set of
devices might also be known to the operator by taking into account service usage information
(retrieving this information from CDRs), by exchanging information from business partners’ or
by social media analysis, in case the customer has published related information. As for the
user’s location, it can be calculated by the operator’s network or using GPS.
The customer registers via Web portal and when the missing piece is identified, the customer
interacts with CRM, both included in customer interaction ABE. This triggers a service
trouble incidence according to this particular product service specification. The delivery at
the customer’s residence implies the automatic combination of customer information and
customer order.
As far as social media information, it can be retrieved from Facebook, for example. For this, the
operator must be aware of the customer’s profile and be able to track him on such a platform.
This means that customers should somehow be invited to voluntarily provide their identities to
the operator, who will incorporate this information on the customer ABE. This, of course, is an
additional aspect the operator must consider. It can be done by providing an application that
delivers some innovative value-added service for this user on the social platform (for example,
other users of the same operator, free online multimedia content, free minutes, etc.)
Once the community identified and according to the product offering and market segment
information, the operator must choose a channel according to the sales channel foreseen in
order to advertise this product to the whole community. This can be done on an individual basis
to the whole community or to one of the customers (identified as leader or as the one having
the greater influence) for him to invite others. For this, the operator can analyse personal usage
indicators which, for an important volume of mass personalization, can leverage from "Graph
analytics" to help achieve a more accurate and dynamic peer group analysis for benchmarking
purposes (dashboards).
Once accepted, a customer order will be generated for each of them and the suitable service
configuration must be met, indicating the country and the amount of unities included in the
product.
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Figure 26: Telecom customer journey use case implementation
Required Functionalities:
Operators have collected huge amounts of CDRs for a long time. However, smart mobile
devices such as smartphones, tablets, sensors, etc. bring new challenges concerning new data
such as location updates coming from these devices. The proliferation of smartphones, has
raised a new category of transaction records– XDRs (extended data record) – which capture
other transactions, such as the purchase and download of content (a song or a video clip), a
recharge on a prepaid account or a mobile payment. Moreover, this information needs to be
ingested in real-time.
Table 2: Big Data requirements for Telecom customer journey use case implementation use
case
Variety
Market
Low
Product
Low
Customer Low
Service
Low
Resource Low
Supplier
Low
Available Technologies:

Velocity
Real time
Real time
Real time
Real time
Real time
Real time

Volume
Low
Low
Medium
Medium
Medium
Medium

Variability
Low (months)
Low (months)
Low (months)
Low (months)
High (minutes)
High (minutes)

All the included in 4.6.1.1
Graph analytics
Social media data analytic tools
Open R&D Questions:

Please refer to section 4.2

4.6.2 Data journalism
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Description:
A journalist gathers various data sets from a specific domain, in the hope of analysing it to find
interesting insights that can be turned into compelling stories and visualisations. She has to
deal with variable data quality, diverse formats, lack of metadata and large files. (For a
detailed description of this use case please refer to (Zillner et al., 2013))
Required Data Sources:





Public sector open data sets
Free structured data from the internet, such as Wikipedia
Social media streams
Linked data sets and reference data for the domain

Required Functionalities:





End-to-end process for finding, ingesting, transforming and displaying data
Data visualization tools
Data transformation tools
Solutions to compare and process data from different sources

Available Technologies:



Graph databases
Linked data

Open R&D Questions:



Scalability of tools to handle much larger data volumes
Usability of tools - to enable more effort to be focussed on analysis not preparation

4.6.2.1

Cross-sell

Description:
An online publisher wants to offer customers recommendations for places and events, based
on various criteria such as site usage, user profile and purchase history. The recommendations
will enhance the customer experience of using the company’s service because they will be
tailored to what users are more likely to want. Also the recommendations will encourage users
to make bookings for products and services through the site (For a full description of this use
case please refer to (Zillner et al., 2013))
Required Data Sources:





Clickstream data
User profile
Social media analytics
Purchase history
 Metadata of content to be used for recommendations
Required Functionalities:


Algorithm management tools for business users



Automatic metadata creation
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Flexible data storage



Scalable demand management



Data curation

Available Technologies:



Digital analytics
Ontologies and ontology management

Open R&D Questions:


Inference and pattern recognition



Faceted metadata

4.7. Other relevant aspects
4.7.1 Telecom players to have a Big Data strategy
Big Data is a technical-led initiative with no previous business requirements. In this project, we
have analysed these requirements and taken down to ground big data practical use cases
analysing their impact for telecom players.
However, no matter how good and mature the technology is, companies will only adopt it once
they have understood their benefits and decided a business strategy that will determine the
concrete Big Data implementation (deciding what business data should be analysed and stored,
what should be discarded, the cost of acquiring needed technologies, changing internal
procedures in order to incorporate Big Data, etc.)
Besides Data as a Service (which means selling data to business partners), we recommend to
be focused on addressing customer-centric objectives. Other possibilities abound for
communication service providers are, for example, to partner with other parties (team up with
advertisers, retailers, car manufacturers and public administrations, etc. for e-commerce,
machine-to-machine applications and location-based services.) Operators can also play a role
in smart cities, health care and other areas.
In order to implement a business strategy with a defined scope, several aspects must be
studied and decided first. These cover areas that need to be measured and organized to
provide a meaningful guide to the big data program and an organization's journey (TDWI,
2013):










Commitment: Engage and commit Big Data sponsors to the Big Data business goals
and implementation.
Architecture: Define the big data architecture.
Program governance: include Big Data in the organisation’s governance.
Regulatory compliance for the country.
Development: How effective is the big data team's approach to managing projects and
developing solutions?
Skills: Required skills and key people needed to achieve the big data initiative.
Delivery: How aligned are reporting/analysis capabilities with user requirements, and
what is the extent of usage?
Requirements: What are the particular key requirements for data acquisition, analysis,
storage, curation and usage?
Tools, solutions and providers: Decision on which existing solutions to adopt depending
on requirements and budget. Selection of an IT provider to go through the process with.
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Alignment: What is the alignment across the enterprise to the big data effort?
Measurement: design the strategy to measure success.

The current economic pessimism is one of the main obstacles for telecom companies to
understanding and articulating a use case worthy of the needed investments in big data
capabilities. For this, it is essential that strategy and IT departments come closer in order for the
enterprise to get inspired.
Once a specific business challenge has been focused, through proofs of concepts and pilots, it
is about finding the needed skills to make big data real (the skills to implement and evaluate the
technologies and also quantitative and visualizations skills required to perform the advanced
analytics and to extract something valuable out of it.)
For this, operators need to lean on their IT providers and business consultants. But also,
existing tools need to be user friendly enough so that they are easier to use and adopt.

4.7.2 Policy
Operators need to clearly understand the existing policy in order to elaborate their Big Data
adoption.
As mentioned in (Zillner et al., 2013) Big Data enables re-identification of data subjects using
non-personal data, which threads anonymisation. A fundamental distinction between personal
and non-personal data is crucial. Besides, automated processing based on this aggregated data
(e.g credit rating, job prospects, insurance coverage profile, etc.) arise issues around access,
accuracy and reliability. One of the main concerns is that big data policies apply to personal
data, i.e., to data relating to an identified or identifiable person but it is not clear whether the
core privacy principles of the regulation apply to newly discovered knowledge or information
derived from personal data, especially when the data has been anonymised or generalised by
being transformed into group profiles.
All this has led the European Commission work on developing deep changes in regulatory
aspects of data protection. The reform includes the following main changes (European
Commission, 2012):








Guaranteeing easy access to one’s own data and the freedom to transfer personal data
from one service provider to another.
Establishing the right to be forgotten to help people better manage data protection risks
online. When individuals no longer want their data to be processed and there are no
legitimate grounds for retaining it, the data will be deleted.
Ensuring that whenever the consent of the individual is required for the processing of
their personal data, it is always given explicitly. This could be problematic since users
seldom read or understand privacy policies.
Ensuring a single set of rules applicable across the EU.
Clear rules on when EU law applies to data controllers outside the EU

A clear definition of personal data is imperative in order to distinguish personal and nonpersonal data. Moreover, the inference of identity out of aggregated data coming from different
sources has to be considered as well in the regulation (currently it is not).
The international dimension is also a very important one since users share data without taking
into account national boundaries. So far, regulations only apply at national levels and laws differ
from one country to another.
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Ideally, there should be:





Transparency: full transparency on personal data usage agreements by telcos (this
would be in contrast to the existing OTT players). Customers trust their telco providers.
Trust: there seems to be a good level of trust. Telcos already handle their customers’
bills.
Control: Consumers need to have the control over the shared data.
Value: both customers and operators can monetise the personal data and get benefits
off by sharing, profiling, custom offers, etc.

Finally, standardisation efforts around Big Data technologies would be beneficial in order to:
 Increase the robustness and fight vulnerability against hacker attacks
 Foster the proliferation of consent and data use agreements
 Achieve accurate and flexible datasets

4.8. Consolidated Technical Roadmap for the Sector
4.8.1 Consolidated Technology Perspective
The consolidated perspective on the technical requirements in the context of enabling
technologies will be explored in further detail in the final version of the technology roadmap
document.
According to the analysis of sections 4.2 and 4.6.1, the main research and development trends
that will benefit the adoption of Big Data in the telecom sector though not specifically related to
the Big Data Domain are related to the use of cloud (provided that the cost of storage is
reduced), the openness of networks and the reduction of fragmentation (convergence). When it
comes to the Big Data domain, important aspects include the integration of social media data
into the SID reference model and the humanisation of Big Data tools in order to spread their
use.
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Figure 27: Consolidated technology perspective for the telecom sector
However, as explained in section 0, there are other non-technical aspects that are also crucial
for the uptake.

4.9. Conclusion and Next Steps
Although the telecom sector has begun to explore Big Data, this first draft of the deliverable has
analysed several requirements and technologies that would be beneficial for the process.
Compression and data storage, open network data, stream data processing, data quality,
unification of the information model in order to include social media and user friendliness of Big
Data tools as some of these aspects. Besides, a number of emerging platforms specific for the
telecom sector have been analysed. These platforms are rather new in the market and are
beginning to be adopted by telecom players. There are also a number of issues related to
business strategy and policy that are equally important for the uptake of Big Data.
Our next steps will consist on going further in the analysis of the use cases and interviewing
more telecom Big Data platform software editors. Emerging Big Data platforms within the
telecom sector also require further study, including feedback from actors involved in real
deployments. Participation in the TM Forum Data Analytics/Big Data Management community’s
discussions will also continue. All this will help us extract and prioritise the relevant research
and development trends that will foster the adoption of Big Data.
The media sector is in some respects an early adopter of Big Data technologies, but much more
evolution has to happen for the full potential to be realised. Better integration between solutions
along the value chain will be essential in order to convince decision-makers to invest in
innovation. Also, the solutions market is still quite dominated by US firms so there is an
economic imperative for Europe to both develop and use Big Data technologies more
extensively.
Case studies of successful Big Data projects in media have tended to come from the left-hand
end of the value chain (i.e. data acquisition and analysis), e.g. Channel 4 in the UK. However,
there is a need to identify both exemplars and gaps in the curation and usage of Big Data, as
these are significant areas of competitive advantage for media organisations in a marketplace
where value offerings need to be strongly differentiated.
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The roadmap for media will be developed by on-going development of the use cases from
section 4.3.2 of (Zillner et al., 2013). This will happen in conjunction with engaging with
influential firms and people who have requirements for Big Data solutions that are robust,
scalable, supported and cost-efficient. We will also continue to direct and collaborate with the
Technical Working Groups of the BIG project to further progress the sector-specific roadmaps
presented in this deliverable.

4.10. Abbreviations and acronyms
ABE

Aggregate Business Entities (ABE) as defined in SID

CSP

Communications service provider

ETL

Extract, Transform, Load

MNO

Mobile Network Operator

OTT

Over the Top

SID

Shared Information/Data
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5.

Finance and Insurance

5.1. Introduction
The financial services market is going through a period of disruptive changes and there are a
few root causes for this, but mainly this is because the consumers of financial services and the
environment in which they live, is changing. How we work, how we live and what we do in our
social life and how social media is becoming integrated in all walks of life is creating driving
change in all areas of financial services. In response to this, technology, too, is changing
rapidly. This means for banks and insurers that the convergence between how consumers and
markets behave and technology actually drives financial services institutes from a model of
being simply product supermarkets to a model where they can drive richer experiences and
contextual service offerings for a particular customer. We learnt within the first draft of the
Financial Services sector requirements this increase in customer experience is what is driving
most financial services institutes towards big data tools and techniques. In this section we take
a first look at the big data technology landscape within financial services.
Within our sectorial requirement analysis it became clear that the number one big data
challenge for financial services organisations was not just technological, but mainly
organisational and operational. Whilst this may be the case, it is clear that there are gaps and
opportunities within technology itself. In the following sections, we lay the groundwork to build a
concise big data roadmap for financial services.

5.2. Technologies
5.2.1 Available data sources
A variety of data sources are available to financial services organisations that can be leveraged
by use of big data technologies for gaining actionable insight. These data sources include:
Retail banks and Insurance companies


Customer Transactional Data



Log Data



Interaction with customer service functions – email\text and audio



Multiple digital channel interactions – via mobile app or web



Social Media – Twitter, Facebook



Credit histories



Claims data – non digital

Commercial or Investment Banks


Market data



Market predictions – both expert and non expert



Media coverage
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Social media

In the case of investment banks, proper extraction and interpretation of relevant information and
sentiments is crucial for identifying potentially risky or dangerous situations (market shocks or
crashes), helping end users, such as financial analysts, investment managers, market
regulators, financial advisors and individual investors, to make optimal decisions and detect
fraudulent activities or manipulations.
Retail banks can utilize the mentioned data sources to gain a complete view of the customer
driving a richer customer experience enabling banks to remain competitive and reduce
customer churn. Aside from the customer perspective, other areas of use for Big Data in retail
banking are:


Driving operational efficiencies



Credit Risk Monitoring



Fraud Detection

A full description of big data use cases will be found in the final version of the financial services
sector requirements.

5.2.2 Data Storage
AS-IS Situation:

TO-BE Situation:

Historically, financial services institutes moved
to centralized data storage to optimise storage
costs due to vast amounts of data and a
variety of data sources driven by e.g.
pervasiveness of online banking transactions.
With growing numbers of data sources and
hence data itself, scalability of centralized
data centres presents significant costs.

More cost effective, scalable data storage
solution which also facilitates regulatory
compliance for data management.

Required Functionalities:

 Reduction in volumes of data through advanced compression techniques
 Real-time or near real-time access for big data analytics
 Ensures security and privacy of data
Available Technologies:


Cloud Solutions



Compression and de-duplication technologies



Virtualisation technologies



Real-time data placement algorithms

Open R&D Questions:
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Advanced compression techniques



Real-time access for analytics



Regulatory compliance



Interoperability with legacy architecture.

5.2.3 User Friendly Big Data Tools
AS-IS Situation:

TO-BE Situation:

Many financial services organizations cite
skills as one of their main blockers of adopting
big data technologies due to the complexity of
big data tools.

Better usability
of tools Big Data
tools and no
considerable
upskilling
required for
traditional data
analysts

Hence considerable time and effort is required
to upskill traditional IT analytics personnel.

Required Functionalities:
Ability to process and query large datasets

Available Technologies:


MapReduce



Hadoop



R (pbdR) – programming language

Open R&D Questions:


Can existing tools and techniques be enhanced for ease of use.

5.2.4 Inclusive use of Sentiment Analysis
AS-IS Situation:
Retail banks can leverage social media
analytics and speech analytics to improve
customer experience and retention. The gap
lies in using the sentiment analysis in
conjunction with other data sets such as
transactional data and geographical data to
provide a full view of the customer and create
contextual offerings. Currently accuracy of
sentiment analysis tools sit at an average of
70%

TO-BE Situation:
Near 100%
accurate and
contextual
sentiment
analysis.

Required Functionalities:
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Integrated social media analytics
Available Technologies:


To be explored further in later iteration of Roadmap

Open R&D Questions:


To be explored further in later iteration of Roadmap

5.2.5 Unstructured Data Analytics
AS-IS Situation:

TO-BE Situation:

Historically,, financial services organisations
have been competent at capturing and
analysing structured data, however today the
analysis and use of unstructured data is
limited

Seamless
integration of
insights from
unstructured
data such as
email or SMS
interaction.

Required Functionalities:


Understanding of unstructured data



Converting of unstructured data to contextual data

Available Technologies:


Hadoop



Mapreduce

Open R&D Questions:


To be explored further in later iteration of Roadmap

5.3. Selected Business Scenarios
5.3.1 Credit Card Fraud Detection

Description: Credit Card Fraud Detection
For banks, managing credit card fraud is a balancing act. By blocking too many transactions
banks risk agitated customers and by not blocking enough transactions banks risk
unacceptably high levels of credit card fraud.
Today banks can engage big data technology that records certain characteristics of customer
transactions -- things like velocity, different spending types, and regular places of expenditure.
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However many banks are not able to process 100% of transactions in real time to eliminate
near 100% of credit card fraud.

Required Data Sources:


Geographical Data



Customer Transactional Data



Social Media Data

Required Functionalities:


Real time processing and analysis of multiple data sets.



Machine Learning

Available Technologies:


Search Algorithms



Others to be detailed in final version of roadmap

Open R&D Questions:


High accuracy processing to reduce false positives



Real time processing to block near 100% of fraudulent transaction attempts



Real time user alerts

5.3.2 Use of Social Media in Algorithmic Trading
Description: Social Media Driven Algorithmic Trading
High Frequency Trading (HFT) or algorithmic trading accounts for a large percentage of global
equity trading. The application of Big Data techniques in algorithmic trading is common, as this
involves near real time analysis of vast quantities of market data from multiple sources
delivered to the point of action. With the ever pervasive nature of social media, financial
services organisations are seeing the value in incorporating social media analytics within their
trading strategies; however firms looking to adopt trading strategies driven by social media are
concerned that false trading signals will be generated by incorrectly analysing information
streams. Development of current technology in this direction will drive adoption in the
algorithmic trading market.
Required Data Sources:


Numeric tick data



Econometric Information



Global News
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Weather



Social Media

Required Functionalities:


Data enrichment – cleaning, summarisation



Real time, High Volume processing



High accuracy social media analytics

Available Technologies:


Hadoop



R – Programming Language



Others to be further investigated in final version of road map

Open R&D Questions:
High Accuracy social media analytics to produce accurate trading signals
Evolution of current technologies to cope with vast, growing volumes of structured and
unstructured market data.

5.4. Consolidated Technology Perspective
The perspective on the technical requirements will be explored in further detail in the final
version of the technology roadmap document. Below we provide a first view of required
functionality, available technology and open R&D questions.

Figure 28: Technical roadmap for the financial services sector
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5.5. Conclusion and Next Steps
We have analysed a segment of the big data technology requirements for financial services
organisations and presented an initial view of a big data road map. In the final version of the
road map we will explore further the ‘as is’ and ‘to be’ state of big data technology. We will also
articulate specifically what opportunities are available to technology developers, how those can
be leveraged by financial services organisations and attempt to quantify the impact of such
actions for both technology companies and financial services organisations.
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6.

Manufacturing

The situation in the manufacturing sector has been presented in see D2.3.1 First Draft of
Sector’s Requisites (Zillner et al., 2013). Selected from this, we present one important scenario
with a very high potential for creating value in the manufacturing sector in which Big Data plays
a key role. This section begins by characterizing enabling technologies that for big data in the
manufacturing sector. Afterwards, we discuss value-creating technologies followed by a
consolidated technical roadmap for the initial findings in the manufacturing sector. Finally, we
conclude our findings and present the next steps.

6.1. Enabling Technologies for Manufacturing
Key technologies driving the uptake of Cyber-Physical Systems in manufacturing, referred to as
“Industry 4.0” are the growing number of sensor and actuators in production machinery and
(smart) products, joined by networking capabilities of sensors and machine and product
memories and finally a growing local intelligence in smart, embedded systems.
These factors allow for object and machine memories that can be collected through the growing
networking capabilities as big data, allowing for a whole new set of applications ranging from
planning manufacturing systems and sites, planning manufacturing flows and their logistics, to
supporting human workers (online and through training) and supporting maintenance and
repair.
One important aspect, driving many developments in manufacturing is a market requirement on
high quality, affordable individual products. This requirement has special importance for firstworld industry, including European manufacturers. Mass production benefits from Big Data in
many ways, but only the flexibility of Industry 4.0 allows for affordable, individual production,
often dubbed “lot size 1”.
An overview over the enabling technologies is summarized in the following figure.

Figure 29: Enabling technologies in the manufacturing sector
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6.2. Value-Creating Technologies in Manufacturing
Deliverable D2.3.1 has covered four classes of Use Cases, out of which we have selected one
to analyse in more detail: predictive maintenance. It is a well-suited use case as it will have
broad applicability in manufacturing, can only be implemented in a Big Data setting. Further it
can be implemented in a simple version with only the data from one machine and be extended
to integration of multiple data sources as described below.
Other use cases include production plant planning, online production planning, (inter and intra)
logistics, online monitoring with complex event processing (CEP) and innovative user interfaces.

6.2.1 Selected Business Scenario: Predictive Maintenance
Description:
Big Data is available in Cyber-Physical Production Systems (CPPS) from digital sensors and
actuators that can control and adapt the production process in a flexible manner. In particular,
the sensors provide large data sets that can be used to support maintenance of the production
systems.
Using predictive analysis, expected failure of machine parts can be predicted with greater
accuracy and reliability. Current maintenance schedules follow a worst-case scenario and call
for a scheduled down-time for maintenance in safe, i.e., short intervals. Parts are often
exchanged while still working well. Over-optimisation, on the other hand can lead to extended
downtimes, when unscheduled repairs take (often much) longer than scheduled maintenance.
With on-line supervision of the machine state, such maintenance intervals can be made flexible
and be extended to apply to the actual state of the system as opposed to the current worstcase scenario.
A particular Big Data challenge is presented by the need to integrate data from one particular
machine and its idiosyncrasies with mass data obtained from all available machines of the
same type.
Required Data Sources:
Local machine data:
 Sensor data


Machine history of maintenance and repairs

Production plant database:
 Production history and planning: past and expected future strain on machine and parts
Machine manufacturer database:
 Maintenance and repair data on all machines of given type
Required Functionalities:
Local machine data:
 acquisition, analysis and storage of sensor data
 failure analysis with predictive algorithms
Production plan database:
 access to production history and planning
 integration of machine history and plans into failure analysis and predictive algorithms
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Machine manufacturer data:

 acquisition and access to data on machine type
 integration of general machine behaviour into failure analysis and predictive algorithms
Available Technologies:
Local machine data:
 growing number of sensors (often not connected, online)


Machine learning libraries for predictive algorithms

Production database:
 Partial connectivity and access to production history and planning
Open R&D Questions:
Local machine data:
 Data and processing models
 Formal data formats for data exchange
Production planning database:
 Algorithmic models for integrating production history and planning
 Data formats for data exchange
Machine manufacturer data:
 Legal and contractual issues on availability of mass data from all machines of same
type


Technical issues in acquiring machine data at manufacturer



Algorithmic models for integration fleet data with individual machine data

The required technologies and their status in the dimensions of enabling vs. immediately valuecreating technologies as well as available and future technologies is summarized in the
following figure:
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Figure 30: Predictive Maintenance use case in manufacturing
As a roadmap, technologies and functionalities can be located in the data value chain from
acquisition, analysis, curation and storage to usage as below:

Figure 31: Predictive Maintenance use case perspective
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6.3. Consolidated Technical Roadmap for the Manufacturing Sector
Collecting the necessary enabling and value-creating technologies for the manufacturing sector
across the use cases gives the following picture:

Figure 32: Value-creating technologies roadmap for manufacturing use case perspective
By looking again at the detailed business scenarios described above, we identify the
consolidated Roadmap for the Use-Cases perspective:

Figure 33: Consolidated manufacturing use case perspective
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6.4. Conclusion and Next Steps for the Manufacturing Sector
Roadmap
In this section, we have taken our findings on required technologies for Big Dat a in the
manufacturing sector and put them into perspective from various points of view. For the
technologies we differentiate their availability, for the business scenarios, we contrast merely
enabling and immediately value-creating technologies and finally, the consolidated roadmap
locates the technologies and functionalities relevant for Big Data in manufacturing into the Big
Data value chain.
All roadmaps presented in this chapter are still work in progress and need further discussions
with the technical working groups as well as further input from the manufacturing sector, e.g.,
new use cases. Therefore the next step is to revise the roadmaps in collaboration with the
technical working groups to finalize the roadmaps’ descriptions.
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7.

Retail

7.1. Introduction
Digital services for customers provided by smart systems will be essential for the success in the
future retail business. The store of the future will not only provide services for the retailers. In
particular, the retail domain will especially be focused on highly efficient and personalized
customer assistance services. Retailers are confronted with the challenge to meet the demand
of a new generation of customers who expect information to be available anytime and
anywhere. Furthermore, they want to be treated as individuals and with respect to their personal
demand. In the future, new intelligent services that make use of Big Data will allow a new level
of personalized and high-quality Efficient Consumer Response (ECR).
In our interviews, we obtained a wealth of information concerning the present and desired
situation in the retail sector – see D2.3.1 First Draft of Sector’s Requisites (Zillner et al., 2013).
Out of that, we identified two scenarios with the highest value creating potential for the retail
sector in which Big Data plays a key role. In this chapter, we first describe two enabling
technologies that are important for these business scenarios. Afterwards, we state the valuecreating technologies that are used in these scenarios followed by a consolidated technical
roadmap for use cases in the retail sector. Finally, we conclude our findings and present the
next steps.

7.2. Enabling Technologies
7.2.1 Customer-Model for Mass Individualization
One of the key functionalities that is required in future business scenarios is the generation of
individual customer models. The following table lists the present situation as well as the desired
situation concerning mass individualization. Furthermore, required functionalities, available
technologies and R&D questions are specified.

AS-IS Situation:

TO-BE Situation:




Customer as an individual is unknown
Customer segmentation and clustering
based on specific target constraints
Only a few personal information available
(e.g. name, address, mail, gender, age,
payment information, basket history
(online retail))



Detailed customer model based on
heterogeneous data sources



Understanding of individual customer
requirements and wishes
Sensor-based (implicit) data acquisition
during shopping process including
preparation phase



Permission of data use through customer
for each application scenario (depends on
national law)





Data acquisition only through campaigns
and loyalty programs
Reliability of data often not verified
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Ad-hoc and context-aware customer
support in real time at Point of Sale
Recommendation fits personal product
preferences
Providing individual product
recommendations, advertisements and
services
Extended customer profile through explicit
(provided by the user) and implicit (by
sensors and information retrieval) data
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acquisition
Required Functionalities:





Customer path analysis by collecting movement information through sensor networks
Real time data analysis
Semantic representation of store shelves
Retrieval of customers interests from social media platforms



Securing data transmission and privacy issues

Available Technologies:




Sensors for motion detection
Embedded sensors for interaction detection
Smart mobile devices



Dialogue and agent systems for customer feedback
Open R&D Questions:





Instrumented and smart environment
Sensor networks
Customer model must be able to combine different unstructured data sources
Semantic knowledge representation



Filtering algorithms for valid sensor data

Figure 34: Technology Roadmap for Customer-Model for Mass Individualization
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7.2.2 Embedded Systems for Real-Time Shopping Data
Further key functionalities that we identified are Embedded Systems for obtaining real-time
shopping data. The following table lists the present situation as well as the desired situation
concerning Embedded Systems in retail. Furthermore, required functionalities, available
technologies and R&D questions are specified.

AS-IS Situation:

TO-BE Situation:



Retailers have no information about
customer`s behaviour during shopping
process



Seamless integration of smart embedded
systems in shopping environment (towards
Ambient Intelligence)



Less sensors as data sources in shopping
environments
Explicit (manual) acquisition of customer
behaviour data by staff



Customer path analysis matched on floor
and space plan
Dwell time in product departments
Detection of customer-product interaction
Forecast of rush hours and staff
management
Assistance applications for customers




Analysis and usage of sale data is limited
to Business Intelligence
 Just out-of stock warnings, no out-of shelf
notification
 Less real-time data available
Required Functionalities:






 Sensor networks
 Tracking and location algorithms
 Context-aware interaction detection
 CAD-model of instrumented environment
 Semantic data analysis
Available Technologies:






Smart mobile devices







Smart sensor networks and sensor fusion

Sensors for movement detection available but not installed in shopping environment
Floor and space plan

Inventory systems with product locations
Open R&D Questions:

Event- and state-based infrastructure
Cyber Physical Systems embedded in smart environment
Semantic knowledge of products and environment
Management dashboard for data visualization
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Figure 35: Technology Roadmap for Embedded Systems for Real-Time Shopping Data

7.3. Value-Creating Technologies
7.3.1 Available Data Sources
Customer-related data
 feedback (structured/ unstructured)
o consumer-related (tweets, product reviews, uploaded videos, comments on
advertisement)
o social media content
o call centre
o service requests
o refunds, exchanges
 online behaviour (structured)
o number of visits
o search requests
o time spend on certain categories
o click rates
o products of interest
 in-store behaviour (structured/ unstructured)
o visual data from security cameras
 heat maps
 facial expressions
 gender
 product interaction:
- conversion rate: how many of the visitors become a buyer and when?
- dwell time: how long does a costumer interact with the product until he
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o

o

decides (not) to buy it
- interaction types - What kind of cues trigger the buying decision?
POS (Point Of Sale) data
 general data:
products, yield,...
 individual data:
loyalty program data: shopping history
credit card use: personal details
omnichannel
 personal details
 visited webpages
 position in the store

Third party data (structured)
 demographic data
 psychographic data
 weather
 upcoming regional events
 potential natural disasters
 local special data
Operational data (structured)
 inventory
 visualization/ databases for online shopping
 placement and floor plan (combine with heat maps of customer traffic and dwell time data)
 details on delivery system, e.g. current position of a package
 data on staff:
o workload
o staff traffic
o interaction staff – consumer

7.3.2 Selected Business Scenarios
Out of the conducted interviews we could identify two major use cases for retail. The first one
deals with the collection of customer data for marketing purposes. This is already wide-spread
and well-known for online merchandisers, but also local chain stores could benefit from this
data. The second use case is concerned about the collection and analysis of data for
operational decisions and day to day operations. This includes, among other things, the
enrichment of the product database with much more complex data than today.

7.3.2.1

Scenario 1: In-Store Precision Retailing

Description:
Physical stores can benefit from Big Data for customized marketing strategies. By using all
customer data collected in the store (e.g. her ways), combining it with details about the
consumer (e.g. from social networks) and third party data (such as upcoming events) retailers
can provide customers with tailored advertisements. These advertisements can be provided by
using multiple channels. Additionally the customer can receive personalized coupons at the
cash point or on his mobile phone. Another alternative is displaying information on a computer
installed at the customer’s shopping cart. Real-time notifications could additionally be used to
draw employees' attention to certain customers to give personal and individual advice.
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Required Data Sources:
In-store data:
 entry & dwell time
 movement data from sensors



floor & space plan
customer - staff interaction




customer - product interaction: dwell time, conversion rate
online data: which pages visited, when, where...

Product database:
 semantic information (e.g. for product recommendations)
 ingredients (e.g. to identify customer’s preferences)
Customer database:
 personal data: gender, age, …




shopping history
family context
customer segmentation



history of service requests

Online data:
 online profiles on social networks
 reviews (from a specific customer, for a specific product or from third parties)
 feedback/ “likes” on a store
Third party data:
 demographic data for the residential area of a customer
 weather (e.g. for advertisement/ recommendation)
 upcoming events like football cup
 trends from social networks (→ combine with user profile and her friends' preferences)
Required Functionalities:
In-store data:
 acquisition, analysis and storage of movement data of single customers (for positioning
and detection of interactions with staff/ products)
 acquisition, analysis and storage of customer’s WiFi usage behaviour (e.g. for customer
segmentation)
Product database:
 determination of semantic annotations


acquisition and storage of ingredient information

Customer database:


acquisition, analysis and storage of customers’ personal data (e.g. gender, age, family
context, shopping history, …)

Online data:
 acquisition, analysis and storage of customers’ personal data available in social
networks
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acquisition, analysis and storage of available product/ store reviews

Third party data:
 acquisition, analysis and storage of demographic data for the residential area of a
customer
 acquisition, analysis and storage of weather data

 acquisition, analysis and storage of upcoming events
 identification of trends from social networks (e.g. combining her user profile and her
friends' preferences)
Available Technologies:
In-store data:
 sensors (RFID, Bluetooth, WLAN,…)
Product database:
 ontologies
 online product information services
 cloud-based services
Customer database:


recommender systems

Online data:
 online product review services
 data curation workflows
Third party data:

 data curation workflows
Open R&D Questions:
In-store data:
 real-time data transmission
 large-scale machine learning


data stream mining, streaming analytics

Product database:
 domain-specific standardized ontologies
 available comprehensive product database including ingredient information
 Internet of Things and Services
Customer database:
 real-time recommendation, advanced graph search
Online data:
 crowd-sourcing platforms for data curation
Third party data:
 crowd-sourcing platforms for data curation
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Figure 36: Technology Roadmap for Business Scenario “In-Store Precision Retailing”

7.3.2.2

Scenario 2: Operational Decision Management in Retail

Description:
Big Data in retail can be used for operational decisions as well as for day to day operations.
In-store data like heatmaps of customer movement can be used to optimize floor plans, cash
point management, employee schedules and advertisement areas.
Product data can be connected to different manufacturers and real-time information on delivery
processes.
Warehouse information allow more control on the inventory, intelligent shelves can help to
control the inventory and direct staff to the most efficient actions.
More complex information in a database can be useful for comparisons between similar
products, more specific usage data for a single product, product ratings based on
characteristics like dwell time or service requests, comparisons via online reviews. The
combination of these product details can be useful for stocking decisions, pricing strategies and
other operational decisions.
Required Data Sources:
In-store data:
 customer movements


customer behaviour: dwell times in product departments, conversion rates, product
interaction

Product database:
 producer, delivery details, inventory
 history about products (e.g. receipt changes)
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history on packaging details



efficiency & pricing of product placements

Online data:
 reviews (e.g. for a specific product or from third parties)


feedback/ “likes” on a store

Third party data:
 ingredients
 demographic data about customers in the area
 weather (e.g. for advertisement/ recommendation)
 upcoming events in the region (e.g. football cup)
 additional analyses about harmful ingredients that don’t have to be declared
Required Functionalities:
In-store data:






acquisition, analysis and storage of customer movement data (for generating customer
movement heatmaps)
intelligent shelves (e.g. for automatic inventory checks)
intelligent shopping carts
simulations of cash point usage
real-time staff advice

Product database:



acquisition and storage of product information (e.g. ingredients, details, pictures,…)
analyse efficiency of product placements (e.g. for pricing strategies)





semantic annotation of products
product descriptions (e.g. to find the product on the net)
product data integration

Online data:
 acquisition, analysis and storage of available product/ store reviews
Third party data:
 check data for trustworthiness
 acquisition, analysis and storage of demographic data for the market district
 acquisition, analysis and storage of weather data

 acquisition, analysis and storage of upcoming events
Available Technologies:
In-store data:
 sensors (cameras, RFID,…)
Product database:
 ontologies
 online product information services
 shelf space allocation systems
 cloud-based services
Online data:
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online product review services



data curation workflows

Third party data:

 data curation workflows
Open R&D Questions:
In-store data:
 real-time data transmission



large-scale machine learning
data streaming & analytics

Product database:
 domain-specific standardized ontologies
 available comprehensive product database including ingredient information



automatic shelf space allocation systems
internet of things/ services

Online data:
 crowd-sourcing platforms for data curation
Third party data:
 crowd-sourcing platforms for data curation

Figure 37: Technology Roadmap for Business Scenario “Operational Decision Management in
Retail”
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7.4. Consolidated Technical Roadmap for the Sector
7.4.1 Consolidated Technology Perspective

Figure 38: Overview over relevant technologies in the retail sector

7.4.2 Use-Case Perspective: The Roadmap
By looking again at the detailed business scenarios described above, we identify the
consolidated Roadmap for the Use-Cases perspective:
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Figure 39: Technology Roadmap for Consolidated Retail Use-Cases

7.5. Conclusion and Next Steps
In this chapter we described two major business scenarios that we identified during the
conducted interviews, “In-Store Precision Retailing” and “Operational Decision Management in
Retail”. Additionally we defined two key technologies that are necessary for enabling future
scenarios based on Big Data, a “Customer-Model for Mass Individualization” and “Embedded
Systems for Real-Time Shopping Data”. At the end, we consolidated all collected information
into a technology perspective and a use-case perspective for the retail domain.
All roadmaps presented in this chapter are still work in progress and need further discussions
with the technical working groups. Therefore the next step is to revise the roadmaps in
collaboration with the technical working groups to finalize the roadmaps’ descriptions.
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8.

Energy

8.1. Introduction
The energy sector has many important segments. In the preparation of D2.3.1 First Draft of
Sector’s Requisites (Zillner et al., 2013) the electricity segment has crystallized as a breeding
ground for potentially full-fledged big data scenarios. Unlike some of the other data-centric
scenarios from other segments, electricity, especially the smart grid scenarios, require the
combined value creation on mass data coming from a variety of data sources. The potential can
truly be realized through data sharing beyond multiple organizations, where in additional privacy
protection and confidentiality preservation is a huge challenge. Also the scenarios chosen to
analyse some requirements are the ones with relatively new data sources, such as smart
meters or time-synchronized measurement technology. These scenarios, although on the
roadmaps of the sector stakeholders for quite some time now, have extreme difficulties to be
implemented. The difficulties share the same characteristics as the big data definition: a
massive explosion of data, e.g. 3,000 times more data coming from smart meters than
traditional electricity meters or a 60,000 fold increase in data points being monitored in control
centres of an interconnected power systems. In both scenarios to make use of the data, multiple
stakeholders must share these massive streams of data beyond and within their organizations.
In both scenarios, big data usage unveils new business models and not only efficiency increase.
Certainly there are other segments and scenarios that require the handling of a lot of data
coming from sensors, but we did not start with those that could be handled within one
organization and solely enable efficiency increase. We first analysed a B2C scenario, and then
a B2B scenario. End user involvement, which is a pivotal characteristic in native big data
scenarios, is quite a new aspect in traditional industries and poses interesting challenges as
well as opportunities.
In the following section we look at the enablers and enabling technologies for the big data
scenarios in the energy sector. When we worked out the first draft of use-case specific
roadmaps, it became obvious that unlike for big data natives, for traditional industries getting the
data is a massive issue. More reliable communication and time-synchronization are
technological enablers that make data available and usable. But there are also lot of enablers
like the role of the regulations in the semi-liberalized electricity market, the availability of
common frameworks such as simple and open standards, or even open source and open data.
These enable the data sharing that is essential for the value creation, because unlike the big
data native scenarios there is no pivot platform where data is shared on. The enablers make the
initial data sharing possible. When value is created through data sharing then such platforms
may evolve organically. But imposing data marketplaces, especially for personal data, such as
energy usage, does not seem viable or to get any user acceptance. As opposed to
transportation for example, where mobility data is shared by end users much more willingly,
because presumably the return on data, may be much higher.
In the second part of this section we look at the value creating technologies, i.e. those
technologies that, once we assume all data is retrievable and shareable, put the data to use.
The cost efficiency of these technologies, will determine how big the created value is on the
bottom line. There are some technologies that can be or are already adopted one-to-one, e.g.
the use of Hadoop for storing and analysing mass data in batch. But the majority of the
technologies discussed in D2.2.1 First Draft of Technical White Papers (van Kasteren et al.,
2013) have not yet been considered for solving big data related challenges in this sector. This
argumentation is carried out in the analysis of the selected business scenarios, what kind of
functionalities they require, and whether these are fulfilled by enabling or available big data
technologies. If not, we place the technology requirement as an open R&D question on to the
requirements-to-technology maps in the second part of this section on value creating
technologies.
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8.2. Enablers and enabling technologies for the Energy Sector
In the following we summarize the key findings and points for discussion with the stakeholders.
From the interviews and scenario-based analysis in D2.3.1 First Draft of Sector’s Requisites
(Zillner et al., 2013), it became evident that there is a range of enabling factors within specific
scenarios. These are mainly technologies, but also regulatory aspects. The main enablers
based on the discussions so far are grouped as follows:
1. Regulations: Especially regarding personal data or system incentives for big data
economy in regulated, newly liberalized markets.
2. Wide-area communication and time-synchronization: The need for actionable
information from the field – be it for accurate billing or for wide-area control does depend
on the capability to transfer data across wide areas. The data needs to be accurately
time-stamped to put in relation and correlate with other data sources.
3. Simple and Open Standards: The majority of standards in the industry are either for an
electro-mechanical world, i.e. not able to handle the volumes and velocity of the new
generation of digital energy data, or they are developed for a siloed world: consider the
vast amounts of concurrent standards available in building automation alone as an
example.
4. Open Source / Open Data: The availability of scalable storage through Hadoop
empowered a few applications in the Energy domain, such as openPDC for the
collection of high-resolution mass data from sensors along the electricity network – and
kick-started the adoption of Hadoop by the typical IT solutions vendors in these industry
like SAP, IBM, …With the increasing deployment of projects with big data
characteristics, it becomes clear that data sharing across organizational boundaries is a
key element, and also a key challenge in these traditional industries. Open data, at least
within the industry, is enabling new applications that the involved organizations by
themselves could not realize, e.g. NASPINet Registry for sharing semantic metadata
about the deployed sensors within NASPINet.
Especially the latter two key points differ between US and Europe. Whilst the energy industry
was traditionally being a walled garden, it seems that the industrial stakeholders, academia, and
the universities are driving collaboration and innovation through supporting openness.

8.2.1 Regulations
AS-IS Situation:

TO-BE Situation:

Unclear regulations about the use of personal
data, data ownership, of who is responsible
for data quality, access and sharing.
Regulated segments of the energy market,
e.g. network operations, have little incentive
for investing into big data technologies.
System incentives are only slowly updated,
e.g. the electricity retailer has still no incentive
to offer variable tariffs to end users because
they must use standard usage profiles for their
purchases on the wholesale market; at the
same time smart meters are incentivized
because they would enable variable tariffs
Required Functionalities:

Rules are defined such that industry has an
incentive in investing into the technologies
and research to ensure privacy protection and
user acceptance, whilst enabling the
applications that require high-resolution
energy usage data.
Appropriate system incentives enable the
investment into real-time operational
intelligence.
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A clear, dependable, lean and fast framework of rules and regulations.



System incentives are set such that not only technology is favoured but it must be made
sure that all legacy rules preventing business with the technology are updated and
cleared.
Best Practices:
 To be developed from discussions for the final version of this document.
Open Questions:


To be developed from discussions for the final version of this document.

8.2.2 Digital Communication and Time Synchronization
AS-IS Situation:

TO-BE Situation:

The last mile to the customer, e.g. the
distribution network, is only rudimentarily
covered with digital equipment and
communication links.
SCADA systems are in place but poll their
data asynchronously from remote terminal
units in the field via low throughput protocols.
Synchronized measurement technology is
used in pilots, although GPS is mature.

High-speed communication is available from
any endpoint/data source within the system.
Any data point is tagged with a timestamp
such that applications that rely on actionable
information such as accurate billing and widearea control can be realized.
Streaming data from synchronized
measurements sources can be appropriately
handled regarding, acquisition, analysis, and
storage.

Required Functionalities:
The communication medium must reliably host multiple applications, e.g. not exclusively
energy related application in order to reduce costs.
Available Technologies:
Pilots are enabling the stepwise rollout of missing infrastructure, and show deficiencies and
possibilities of alternative communication media, protocols etc.
Open R&D Questions:


Efficient data transfer protocols for mass streaming data over wide area; and energyefficiently in localized sensor networks.



Higher-speed communications

8.2.3 Open Standards
AS-IS Situation:

TO-BE Situation:

Complex, monolithic standards
Low data throughput and low level data
encoding
Standards that do not allow the encoding,
exchange of high-volume, high-velocity data

Simple
Extendible for data communication advances
Semantic (self-) description of data, devices,
...
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Required Functionalities:




Ease-of-use as prerequisite for adaptation
Semantic data models
Data sharing across organizational boundaries; in some cases also data sharing across
organizational boundaries within the cyber-physical, embedded systems in the field
level should be considered – not only the enterprise level (e.g. for near real-time
applications)
Available Technologies:




Harmonization of existing standards
IP-based standards, IPv6;
OpenADR – automated demand response open sourced by Berkeley Labs and
supported by the California Energy Council;



NASPINet – is a middleware architecture standard propagated by the North American
Association of Synchrophasor Initiative
Open R&D Questions:



Maintaining simplicity
Middleware Systems Research

8.2.4 Open Source / Open Data
AS-IS Situation:

TO-BE Situation:

Few but key undertakings of the industry are
using open source, e.g. management of highresolution energy data using Hadoop,
predominantly in the US.
Regulatory bodies enable transparency by
enacting the publication of KPIs of energyrelated operations, prices etc. online – but
only in csv format or as text.
Required Functionalities:

Open standards and open sources is
recognized as a cost efficient way of solving
new problems, enabling the incubation of new
business.
Online registries for linked open data of gridrelated transparency data, and other sources.



To be developed from discussions for the final version of this document.

Available Technologies:


OpenPDC – Hadoop-based handling of massive amounts of synchrophasor data
initiated by Tennessee Valley Authority
 Dedicated web site at each grid operator for publishing transparency data.
Open R&D Questions:


To be developed from discussions for the final version of this document.

8.3. Value-Creating Technologies in Energy
For a discussion of value-creating big data technologies, we refer to the business scenarios
identified in D2.3.1 First Draft of Sector’s Requisites (Zillner et al., 2013). The scenarios make
the requisites more accessible for the discussions with the technical working groups. We
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believe that through such business scenario based discussion we can identify groups of
technologies that make a distinct business case for a subset of requirements and investments
into enabling technologies. In the final consolidated roadmap for the Energy sector these value
creating technologies will then be weighted based on how big a portion of the required
functionalities they deliver and how much of upfront investment they require into enabling
technologies. This should help in establishing a time horizon of technology milestones and
business readiness for big data that can be applicable to the entire sector.

8.3.1 Selected Business Scenarios
This section summarizes key points of the selected scenarios from the in D2.3.1 First Draft of
Sector’s Requisites (Zillner et al., 2013). Required functionalities are additionally more
elaborated here and have been used in the initial discussions with the technical working groups
and additional research. In these requirements to technology mapping we identified already
available big data technology that is being used and enabling technologies that make these big
data scenarios at all possible. In this section, we offer an overview of the findings both in
summary tables as well as in sketches that shall visualize the requirements-to-technologies
maps – with a focus on Open R&D questions regarding big data technologies. In the sketches
we highlight building blocks that require additional attention from regulatory side or business
perspective, since these are not only technical issues or opportunities.
The enabling technologies have been grouped and discussed separately in the previous
section. Instances of such enablers are shown within these scenarios.

8.3.1.1

Scenario 1: Flexible Energy Tariffs

Description:
Retailer offer flexible tariffs that make use of real-time pricing and demand response
capabilities at the customers’ side. Smart meter data allows for accurate billing of variable
tariffs and customer segmentations as well as efficient portfolio management. Retailer can
better adapt to wholesale and spot market changes.
Required Data Sources:



Energy usage data from smart meters
Status data from demand response resources (e.g. HVAC, thermostats) from gateways
of home/building automation

 Weather data
Required Functionalities:


Data acquisition from smart meters and communication enabling a latency of at most in
the order of minutes.



Privacy protection starting from data acquisition through data sharing with all
stakeholders.
Data Minimization, i.e. only acquire data or event aggregated information that is needed
for a specific application, e.g. monthly bills only require a reading once a month, but
more flexible tariffs may even require 15-minute data to event-based communication;
the same customer having a regular tariff may change to complex tariff and vise versa
on a monthly basis.
Anomaly interpretation is required, i.e. detection anomaly in data such as missing data
– but is it due to lost communication link, tempering, or vacation.





© BIG consortium

Page 127 of 140

BIG 318062



Data needs to be validated and edited automatically and reliably




Offline and near real-time (order of minutes) analytics; Complex event processing
Scalable storage of interval data and event data; standard access to data from legacy
applications. Integration of a variety of data sources both internal, from partners, other
market roles within market communication and open data providers.
 Data mashup and appealing user interface for customers.
Available Technologies:


Technology for data acquisition and usage, i.e. smart meters and control for demand
response through building automation is given. Open international standards such as
OpenADR are in the works.



IT incumbents that offered utilities software suits start to cover meter data management
and analytics accordingly. Time-of-use tariffs are implemented in pilots or international
projects. However, these cover modest variability and only a few hundreds of
thousands of the customer base of a retailer. More sophisticated tariffs and mass rollout
on millions of customers may require more data (see Open R&D questions).
 Cloud computing is offered to utilities to overcome the initial investment hurdle of pilot
projects
Open R&D Questions:














Privacy and data protection need both technological as well as regulatory attention.
User acceptance can be gained from increased transparency, which ultimately also
requires “data artists” to visualize the value of energy usage data.
Smart meter data means a 3,000-fold increase in data to be analysed in portfolio
management, preferably in near real-time. “Data scientists” need to discover
correlations coming from a variety of data sources using large-scale machine learning.
Parallelization of the algorithms are non-trivial and yet required for efficiency gain
through distributed computing. This will become an issue only after variable tariffs are
mainstream and more complex combinations of energy usage, intermittent distributed
power feed-in, and flexible mobile consumption through eCars are conceivable.
Privacy preservation during analytics and storage are of utmost importance to user
acceptance to agree on the acquisition of more fine grained energy usage data. Fast
end-to-end encryption and analytics on encrypted data are a few research leads that
should be pursued.
Advanced analytics not only enables portfolio management and tariff design but also
anomaly detection and interpretation of anomalies in the data. Nonetheless also
curation workflows and processes need to be interworked in this big data context,
where valuable information for correcting a missing data stream, can come from
customer services where a customer just reported outage for example.
Efficient storage and use of energy usage data for a range of stakeholders and
applications requires new business and operator models; data ownership needs to be
analysed from new perspectives, see data marketplaces.
In case energy usage data is replicated at each stakeholder’s organization (e.g.
metering service provider, retailer, grid operators, energy services/demand response
provider) and needs to be exchanged, integrated with yet other 3rd party data sources,
such as weather, etc., then we need to deal with heterogeneous data models en masse
in an efficiently flexible manner – yet have a standard data access model for each
company or at least application within the organization.
Regulations and market liberalization needs to be quicker in identifying road blocks and
forming system incentives to overcome those, see smart meter rollout opportunities and
challenges.
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In Figure 40 we summarize the sector requirements for each technical working group by
pointing out some essential required functionality by the “Flexible Energy Tariff” scenario. When
we mapped the current findings of the D2.2.1 First Draft of Technical White Papers (van
Kasteren et al, 2013), we see that compared to other phases of the big data processing
pipeline, data acquisition, data storage, and data analysis do have enabling and available
technologies; yet fundamental blocking points such as end user acceptance and lack of
business models could be major factors preventing this potential big data scenario from seeing
wide scale deployment. Also the highlighted blocks in the figure point to non-technical
challenges that can be aided through regulatory attention.

Figure 40: Requirements-technology-map for business scenario “Flexible Energy Tariffs”

8.3.1.2
Scenario 2: Intelligent On Demand Power Grid
Reconfiguration
Description:
Power grid operators in Europe are regulated because they have a natural monopoly. As such
they are mandated to enable grid connection without discrimination, e.g. of renewable energy
resources or electric cars, which cause more system dynamics and hence are hard to model
and predict. Also on the long run the operators are mandated to enable a free market and not
interfere with it, e.g. shed load or trip distributed generation because the system is under
stress. In such cases after some time the grid operator will be mandated to invest into its
network to handle the increased stress.
This investment can be more lines, but this is a very lengthy process and may not keep pace
with the development of a free market of renewable energy resources and distributed
generation as well as active and mobile demand. So, operators and researchers are looking for
ways to make better use of existing infrastructure by means of monitoring and control of
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existing assets.

Required Data Sources:


Time-stamped event and high-resolution measurement data coming from multifunctional IEDs (Intelligent electronic devices) at substations, e.g. asset status data,
power network parameter measurements sampled at a rate of 20-100 Hz.
 Weather data
 If available energy feed-in, energy consumption data (can be aggregated per feeder).
Required Functionalities:


Acquisition and communication of time-synchronized streaming mass data and events
in wide area with real-time communication
 Real-time (sub-minute), near real-time (minutes to hours), and offline analytics for
simulations forecasts, pattern recognition – and matching, anomaly detection, validation
of the stream data and cleaning
 Data sharing beyond boundaries of single system operators, since the power system
itself is interconnected.
 Non-operational data that is sampled at much higher rates but is only needed for offline
analytics need to be transferred efficiently without blocking communication.
 Storing data in a scalable and efficient manner without losing information, this data is
new and shows never before seen characteristics, e.g. for system oscillation detection
and mode classification even the least significant bit may contain information, other
applications may have less restrictions; different applications for monitoring and realtime control have different requirements, yet require standard data access.
 Especially because data is new, exploratory analytics with ad-hoc querying and near
real-time response times is very useful.
Available Technologies:



IEDs, GPS, High-speed communication
Standardized communication and semantic data model in IEC 61850 with
harmonization efforts with other standards
 Open source frameworks and middleware for data dissemination, and a more integrated
data handling taking all aspects of data analysis and storage into account, e.g.
NASPInet (adapting to OMG’s DDS), GridOPTICSTM
 Installations of Hadoop enabling the management of mass data in data concentrators
and in archives
 Pilots with RHIPE for scalable analytics using distributed programming paradigm;
enabling ad-hoc querying also with Impala
 Big Data visualization pilots with operational data from power grid with Greenplum and
Tableau
 Cloud computing
Open R&D Questions:




Optimization and efficient protocols for WAN
Simplistic middleware and open standards for fast adoption and interoperability,
integration of the variety of open standards and a robust migration path
Adaptation and evaluation of existing open source streaming data dissemination,
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handling, and analytics through Kafka/Flume & Storm/S4 and derivatives/alternatives...
Fast end-to-end encryption, homomorphic encryption allowing for data storage and
manipulation of encrypted data, CryptDB, analytics on encrypted data in Cloud
computing environments, or data sharing environments
Other storage concepts that may suit the topology of grid, such as graph databases
Prescriptive analytics, i.e. not just what happened, but what is happening and how to
remedy the specific problem at hand.
Parallelization of algorithms used in this context and/or integration of analytics and data
manipulation to improve speed
Lossless compression of data and data discovery, within these new streams of data
The usage of big data can additionally be boosted through appropriate system
incentives in this regulated market.
Data sharing beyond organizational boundaries can be facilitated by according
mandates and policies.
Investment into digitalization of electromechanical equipment can be incentivized (see
US Smart Grid Investment Grant program).

The scenario of “Intelligent On Demand Power Grid Reconfiguration” has been analysed
according to some required functionalities and how these functionalities are already or can be
covered by typical big data technologies as depicted in Figure 41. The initial mapping of
requirements to technologies shows that data acquisition has enabling and available
technologies at least in research state. After having accessed the mass data, storage then also
has been main focus of pilots. A lot of research potential remains to be tapped regarding near
real-time streaming data processing and analytics. Since power system operators are regulated,
investments have to be justified. Since the data sources are quite new technology and still a lot
of research needs to go into data discovery and new applications that can use such new data
sources, the investments enabling this business scenario are not easily quantifiable. Data
sharing beyond organizational boundaries and business models pose non-technical challenges
as well.
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Figure 41: Requirements-technology-map for business scenario “Intelligent Reconfiguration”

8.4. Consolidated Technical Roadmap for the Energy Sector
In this first draft of sector roadmaps we identified and analysed enabling technologies as well as
open R&D questions based on selected business scenarios. This is an on-going process, and
facilitates the exchange of information and ideas between the sector forum and the technical
working groups. In order to deliver a roadmap for the Energy sector however, we need to
include business scenarios from some other segments of the sector and consolidate over all the
use-case centric roadmaps. Based on our current efforts, we assume that there will be a
technology perspective and a use-case perspective to the roadmap. These are explained in the
following sections and will be appropriately filled in the next phases of finalizing sector requisites
and roadmap.

8.4.1 Consolidated Technology Perspective
The consolidated technology perspective gives an overview on the big data enablers and big
data value creators; these may be technologies as well as processes or regulations (see Figure
42). Enabling technologies may mean upfront costs, but are indispensable to deploy any other
process or technology to create business value with big data; they are investments, such as
digitalization for example. Smart meter deployments will show no return if the data is not
appropriately analysed to offer new tariffs that help retailers better manage their portfolios and
give back efficiency gains through to the customer, who then will want this new tariff and the
required technology of smart meters. So value creating technologies, processes, regulations
enable make a big data scenario to pay off in reality for all stakeholders.
Of course, in the current discussions there are a lot of unresolved issues regarding
technological capabilities as in the value creation level as well as on the enabling level. Once
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identified and agreed upon their relevance they can be tackled in industry alliances in a joint
effort to take smart data to business.

Figure 42: Overview over relevant technologies in the Energy sector to be filled in the final
version of this document

8.4.2 Use-Case Perspective: The Roadmap
The final roadmap will consolidate the different big data application scenarios regarding their
requirements and functional/business blocks. We assume that a lot of effort will be put into
leading discussions to identify a common understanding and nomenclature across segments of
the energy sector.
Once these blocks are identified, we will map the technology groups from the consolidated
technology perspective (see Figure 43).
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Figure 43: Technology roadmap for consolidated Energy business scenarios to be filled in the
final version of this document

8.5. Conclusion and Next Steps for the Energy Sector Roadmap
The big data application scenarios are our main medium for conveying the sector’s requisites
that we gathered through research and interviews in discussions with the technology working
groups. Based on this approach we can layout the use case perspective on technology
roadmap drafts, identify enabling technologies, available big data technologies already in use,
and see where the gaps are.
For the finalization, i.e. consolidation of an Energy sector roadmap, which is extrapolated from
such application scenarios, we will need the active discussion from stakeholders from both the
Energy business and big data technology side. In order to have an objective roadmap such
discussion is best conducted in workshops. Since workshops involving European stakeholders
might prove difficult, we will need multiple channels, such as localized workshop (e.g. D-A-CH)
with a follow-up discussion of intermediate results from this workshop with other European
stakeholders.
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9.

Transport

9.1. Introduction
The transportation sector is segmented along the axis of what is transported (people and/or
freight), the mode of transport (land, i.e. road, rail; water, i.e. shipping; and air). In the D2.3.1
First Draft of Sector’s Requisites (Zillner et al., 2013), we analysed a business scenario in the
segment of personalized intermodal transportation. From a big data perspective the segment is
intriguing because it not only requires mass data coming from a sensorised infrastructure at
considerably high rates but also mobility and social data generated and consumed by the end
user coupled with location-based services and maps. Additionally, the emerging open data
movement is also reflected: most of public transportation data is being made available through
the European and national open data initiatives. In the scenario, privacy protection is a concern,
but end users are willing to share their mobility data, e.g. energy usage data, because the
“return on data” is very tangible, e.g. ability to avoid congested roads.
This first version of the sector’s roadmap consists of the technology roadmap draft for
personalized multimodal transportation scenario. As such only a use-case centric technology
roadmap is drafted here. However, in order to arrive at a more coherent roadmap for the
transportation sector, we will source for a big data application from another segment of
transportation in the next round of collecting sector requisites and roadmapping. Then we will
rather be covering B2B aspects and freight transportation and/or a vertical perspective on big
data, e.g. by analyzing from the perspective of airline, rail, or trucking companies. By analysing
the use-case centric technology roadmaps of these sector segments, we will be able to pinpoint
common requirement clusters and suitable big data technologies or the lack thereof. Arriving at
such a consolidated roadmap will be the aim of the next activities in the Transportation sector’s
forum.
In the following we will first look at the enablers and enabling technologies for the transportation
sector’s road to big data applications. Almost all of these enablers are available, and because
the typical delivery of these applications will be web-based at least on the B2C segment, we
could say that transportation is “big data ready”. The second part of this section analyses the
value creating technologies by analysing big data applications scenarios and plotting the
requirements-to-technologies map. This map is developed on the basis of D2.2.1 First Draft of
Technical White Papers (van Kasteren et al, 2013) and D2.3.1 First Draft of Sector’s Requisites
(Zillner et al., 2013). One essence of this analysis could be that main value creation is in the
data analytics and usage phases in the big data pipeline for the transportation sector. And the
cost-efficiency of the technologies for the handling of mass data during acquisition, storage, and
analysis determine how big the value is on the bottom line. In this first version, we do not yet
offer a consolidation of transportation roadmap across multiple business scenarios, but
conclude with some interpretation and next steps towards the finalization of the transportation
big data roadmap.

9.1.1 Enablers and Enabling Technologies for the Transportation
Sector
Most of the enabling technologies in transportation, especially regarding the data acquisition
phase of the big data pipeline, are already available. As such we will only give an overview of
the key enablers in the following.
Smart phones play an important role in mobility scenarios as they host or give access to other
enabling technologies such as mobile communication, GPS, maps, location-based services, etc.
Although established in the consumer market, they do not only play a role on personal
transportation but also in B2B innovation (e.g. logistics – 1-h-delivery – myTaxi). Whilst
© BIG consortium

Page 136 of 140

BIG 318062

technology is there to extract this mobility data, see StreetLight Data for example, it raises a lot
of questions regarding privacy. However, the usefulness of the applications offered with this
data seems to account for the cost of giving up personal data.
Smart infrastructure as a safer source of smart transportation data could play a role in
markets where consumers are reluctant to share personal mobility data. Smart infrastructure
includes the sensorisation of roads, stations, public transportation vehicles, etc. It offers a way
of anonymously collecting mobility data by measuring the usage. Although it may initially be
costlier than acquiring mobility data through smart phones, it bares less privacy concerns and
provides additional value to the infrastructure owners and operators (e.g. infrastructure
automation) see Santander for example of experimentation with smart infrastructure.
Aggregators in such loosely coupled ecosystems, as in the transportation big data settings,
ensure that the vast amount of offers is manageable yet diverse for one purpose (e.g. travel
planning – waymate). Generally, aggregators offer a unified interface to a vast amount of
services or a simplified interface to a general purpose complex service. In terms of big data
scenarios they enable the handling and refinement of the vast amount of available data sources
and offer a one-stop service. Availability of interfaces and information is the breeding ground
for aggregators. Aggregators positively influence the dynamic in ecosystems by exposing the
value of data in vastly different ways than it is possible for one data owner for example.
Open data / Open APIs in transportation are more commonplace than in other industrial
sectors, see the Helsinki Open Transport Data Manifesto (ePSIplatform, 2012). They are used
by the emerging aggregators, but also in widely different ways such as for data journalism (see
also references in D2.2.1 First Draft of Technical White Papers (van Kasteren et al, 2013) and
the Zugmonitor as an example of data journalism with based on publicly available train schedule
data). However, the quality of the shared data needs improvement. Due to the challenge of
standardizing open data in emerging ecosystems, machine-readability is not given entirely.

9.1.2 Value-Creating Technologies
For the transportation sector, at least for the business scenario selected for this first draft, one
can say the value creating technologies are clustered in the data analysis as well as in the data
usage phases of the pipeline. Technologies that enable cost-efficient handling of streaming
mass data from smart infrastructure as well as from social media will determine how big the
value add is in the bottom line. As mentioned in the previous section, aggregators (and the
technologies they require) are becoming pivotal actors, since they create usable products
around big data.

9.1.2.1

Selected Business Scenarios

In the D2.3.1 First Draft of Sector’s Requisites (Zillner et al., 2013), we analysed the business
scenario “The Perfect Trip”. Because it brings the dimension of personalization to multimodal
transportation, it opens up the all facets of variety, including location-based services and social
media – and combines it with big data in motion, i.e. real-time streaming data coming from
sensors along the transportation infrastructure.
In the final versions of the requisites and roadmap we will be looking at one or more scenarios
covering the B2B layer of business, such as freight, logistics, or single modes such as airline
and rail but analysed in more detail vertically. As explained initially, comparing multiple use
cases enables the identification of focal big data technologies within a sector.
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9.1.2.1.1.

Scenario 1: The Perfect Trip

Description:
The user (short/long distance traveller) has preferences regarding his trips, e.g. shortest path
but green travel, may include car-sharing, and last-mile-bike, etc. These may be entered by
user and improved automatically one each travel.
All destination and infrastructure nodes/owners acquire data on the current situation, e.g. as
measured by sensors along roads, or as reported by users. This online updates include delays
in schedules, or availability of a shared car or bike nearby etc.
Either destination and infrastructure owners publish the raw data (open data) or offer services
to interact with it (e.g. by aggregators) or offer value-added services on top of this data in
partnership.
The user is able to navigate through real-time updates on the current available best options of
transportation modes according to their preferences.
Required Data Sources:


Smart phones delivering geo-location and mobility data for personalization, or in-car
solutions.




Smart infrastructure, i.e. sensorised roads, traffic lights, stations, parking slots, ...
GIS, route and time-schedule data from Apps and Websites of destinations, locationbased service providers, public transportation services, car-sharing agencies, bike
rentals, etc.
 Open data sources of historical data, statistical data, etc.
Required Functionalities:


Seamless integration of all the personally preferred modes of transport by each end
user in real-time depending on the current circumstances
 Transparent data acquisition from various sources, seamless integration/analysis of all
data sources
 Data must be shared/exchanged flexibly and transparently
 Privacy & confidentiality preservation through data minimization, i.e. mobility data is
exchanged only in the granularity/aggregation that is needed to offer the service
required by the end user
 Data needs to be acquired and analysed fast, as to capture cause and effect and
options
 Real-time update on infrastructure/asset status is needed t o plan the alternatives
Available Technologies:



Social location-based services, such as Foursquare
GPS, Wireless Communication




Open APIs / Linked Open (Transportation) Data
OpenStreetMap, Map Databases



Crowdsourcing (for data acquisition e.g. mobility data from smart phones, but also for
curation e.g. for updating time tables on actual arrival)
Open R&D Questions:




Integration of variety of data sources
Data marketplaces
Machine-readability of Open Data
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Streaming data analysis frameworks




Spatio-temporal (near) real-time stream data analysis and visualization
Integrated curation processes considering variety and velocity of data

 New products and travel experience
In Figure 44 the functionalities required by the scenario are grouped along the big data pipeline.
Each phase of the pipeline is represented by one technical working group, of which we
compared the technical whitepapers and discussed the applicability of the respective big data
technologies in each phase for the listed requirements. This is a preliminary representation of
on-going evaluation whether the required functionalities are already provided by available
technology and if not where do we need research and innovation to overcome that gap.
Additionally, we highlighted some of the required functionalities or technologies, which benefit
from on-going European rules and regulations, such as open transportation data, or key
performance indicators for public transportation, etc.
These requirements-to-technology maps are our main vehicle for discussions with technology
working groups, vendors, and solution providers. In the next version we will encompass one or
more such use case centric roadmaps and also refine the one for “The Perfect Trip”.
Consolidations throughout these use-case centric roadmaps will enable us to crystallize a
transportation roadmap for utilizing big data technologies, which fulfil a wide range or crucial set
of requirements of the transportation sector.

Figure 44: Requirements-to-technologies map for business scenario „The Perfect Trip"

9.2. Conclusion and Next Steps
In this draft version of transport sector’s roadmap, we only analysed a B2C scenario. The end
user related scenarios are interesting in that they expose the many facets of big data, especially
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the variability of data. In addition, through the wide-spread usage of smart phones
personalization of the transportation service as well as the availability of mobility data seems to
foster new business models and start-ups. Personalized multimodal transportation is a main
issue, which municipalities are concerned with, because of its potential to influence both the
traveller behaviour as well as increase the citizens’ satisfaction level with the city as a whole.
However, in order to establish a roadmap that is endorsed by a broad stakeholder group within
the transportation sector, we will analyse big data potential in B2B settings as well.
Once we have the use case centric technology roadmaps for the business scenarios, we will
consolidate requirements of the sector, consolidate the list of available and enabling
technologies for these requirement clusters, and form a technology roadmap for the transport
sector. For the finalization of both the sector requisites as well as the roadmap we will aim for
workshops as those may be a more effective way to form an objective consensus.
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